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Abstract
Deep neural networks have achieved human-level performance on many benchmarks
across a diverse set of tasks. However, it was found that this performance is very
brittle to adversarial perturbations that are maliciously crafted to cause errors in
the network’s prediction. These problems were mitigated by incorporating these
adversarial examples into the training, computing the loss not over actual images,
but the worst-case perturbations within a certain bound.
In this work we show that defending against these local perturbations still leaves

models vulnerable to global attacks. To that end we introduce a new adversarial
attack based on the attack by Croce et al. [22], to find invariance adversarial exam-
ples, images that share the same logits as one image, but are close to a completely
different image in input space.
These invariances can be seen as violations in the invertibility of neural networks.

We confirm the results of Engstrom et al. [32] that models robust to classical adver-
sarial attacks have much better approximate invertibility than normal models and a
feature representation that is much more aligned with human perception. However,
we find that state of the art robust models are still vulnerable to this attack, though
to a lesser extent than plain models. We demonstrate that these invariance adver-
sarials exist close to any point in input space and that there are dense paths from
one image to another on which the logits stay the same almost all the way. Finally,
these results showcase the problems of using lp-bounds to define the perturbation
set for adversarial training by visualizing the misalignment between those metrics
and human notions of similarity.

Keywords: Machine Learning, Supervised Learning, Artificial Neural Networks,
Adversarial Examples, Adversarial Robustness
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1. Introduction

Since Krizhevsky et al. [73] won the ImageNet Large Scale Visual Recognition Chal-
lenge in 2012 with their AlexNet model, neural networks have seen an astonishing
rise in performance on research benchmarks, but also in real-world and often safety-
critical applications over the last years: These applications range from autonomous
driving [10], over medical diagnostics on radiological and MRI imaging, retinal or
skin photographs [24, 34, 49, 79], to speech generation from text [98] used in many
voice assistants or face recognition [103] used for surveillance or access control.
But while artificial neural networks on many benchmarks even surpassed humans,

it was found their performance was very brittle, they could easily be fooled by adver-
saries [126] and relied on very different features than humans [60]. In autonomous
driving, small perturbations to the image data are enough to change the recognized
road signs without knowledge of the networks weights [101]. Data manipulation
does not have to happen on the digital data; one can design stickers or patches that
can change the label neural networks assign to the objects they recognize [12], like
from a stop sign to a speed limit sign [35]. Similar problems have been discovered
for analysis of medical imaging [36]. In facial recognition it is possible to print an
eye glass frame that avoids detection or impersonates a different individual [116].
This vulnerability is not only a problem in scenarios where an adversary could

realistically intervene, but it also allows to evaluate worst-case robustness if there
the input data could be noisy, and hints at deep underlaying differences at how
machines and humans solve the same problems [14].

The work on this thesis started with a discussion of these differences in the con-
text of perceptual metrics: While our classification performance had improved quite
drastically over the last couple of years, there was still no notion of similarity be-
tween images that was close to the human one. This different notion of similarity
is related to the existence of adversarial examples, tiny distortions that added to
images produce completely different predictions. Their existence suggests that artifi-
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1. Introduction

cial neural networks use completely different representations for visual stimuli than
humans do. In style transfer and other applications feature distance in layers of
deep neural networks is used as perceptual metric. We wondered if the performance
of such applications could be increased with increasing robustness [31] and started
checking if these so called metrics are even metrics in the mathematical sense.
Using an adapted adversarial attack, we found that images that are visually com-

pletely different are mapped to the same point in feature space. These image tuples
are abundant and can be found anywhere in input space. The following thesis illu-
minates these failure modes of neural networks and investigates how this new failure
mode fits in with existing framework of adversarial robustness and overconfidence
on out-of-distribution examples.

We start by introducing the concept of artificial neural networks, discuss their
robustness towards different kinds of adversarial attacks and their connection to
perceptual metrics in chapter 2. Chapter 3 specifies the problem that we try to
solve and proceeds to develop a set description for the preimage. This description is
used to develop an adversarial attack to uncover new failure cases in neural networks.
These failure modes are then analyzed in detail in chapter 4 for both normal models
and models that are robust towards other failure cases.

2



2. Theoretical Background and
Related Work

This chapter will introduce the concept of artificial neural networks and one desired
property they should have, namely robustness. Building on that, some basic prop-
erties of the neural network’s preimage are derived and connected to robustness and
perceptual metrics.

2.1. Neural Networks

Beginning in the 1940s, scientists like McCulloch and Pitts [85] and Rosenblatt
(with the perceptron model) [106] tried to model parts of the brain on a computer:
They thought of a neural network as a directed graph of artificial neurons that are
connected with varying weights, analogous to synapses in the brain. Each neuron is
represented by a function f : Rn → R, f(x) = σ(∑wixi) that computes a weighted
sum of its inputs and processes it with some non-linear activation function σ.
While the inspiration (and the name) of artificial neural networks came from their

biological cousin, the goal is not to accurately model a brain, but to solve real world
engineering problems. The used abstractions are very far from biological reality and
the field developed largely independent of computational neuroscience, advancing
with a different set of tools.
In a broad sense an artificial neural network is nothing more than a directed graph

with parametric computational operations as nodes f(·; θ) and an algorithm that
allows to learn parameters in such a way to approximate a given function f ∗(x).
In other words, a neural network is a parametric function approximator, mapping
from an input space like images into a target space like labels for those images.
The parameters define a class of functions – or programs – that this neural network
can represent. In the setting relevant for this work, i.e. supervised learning, this
function is approximated by learning from a set of example input and output tuples
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2. Theoretical Background and Related Work

Figure 2.1.: A shallow feed forward neural network with two hidden layers and one-
dimensional output. Adapted from [96].

(x, f ∗(x)). How one finds suitable parameters given this set of tuples is described in
section 2.1.1.
When typically talking about ANNs, a much more narrow definition is applied,

which uses a specific set of computational operations and makes specific assumptions
over the structure of the graph:
First, the most common algorithm to learn this function approximation – gra-

dient descent and backpropagation (introduced in section 2.1.1) – depends on the
computational operations to be differentiable. Secondly, optimizing parameters over
a large arbitrary graph is not practical, which is why a certain structure is imposed
on the graph: The graph is constrained to be acyclic. These networks are called
feed-forward neural networks. Each unit is only visited once to calculate the net-
work’s output. These feed forward networks are structured into layers, where each
neuron in layer l only receives inputs from layer l − 1. The schematics of a small
ANN are shown in figure 2.1. The first layer simply consists of all input values that
function as input for the first hidden layer. After a variable number of hidden layers
that further compute on the input, the last layer is the output layer, computing the
final result.
Now, the idea of representation and deep learning is to build the graph of many

of those layers f = f (L) ◦ f (L−1) ◦ · · · f (1), that learn functions of the previous layer’s
output and successively generate ever more complicated features. In the case of
computer vision, features in early layers often encode simple edge and color detec-
tors, increasing in their complexity until later features represent elaborate structures
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2.1. Neural Networks

like parts of faces or a car wheel [48].
The most basic layer is called fully-connected, where each output unit computes

a weighted sum of all input units followed by the application of scalar non-linear
activation function [48]. In the function approximation framework, this is described
as an affine function on the previous layers output zk−1 (plus scalar non-linearity),
with a learned weight matrix and added bias

zk = σ(k)
(
W (k)z(k−1) + b(k)

)
. (2.1)

Most more complicated layers can be described as affine functions, with restrictions
on how the weight matrix might look. They are introduced in section 2.1.2.
For the purpose of this work, a multilayer neural network is defined as follows:

Definition 2.1.1 (Multilayer Network). Let W (k) ∈ Rnk×nk−1 be weight matrices
and b(k) ∈ Rnk biases for k = 1, . . . L. Further, let σ(k) be a scalar activation function,
applied element-wise to vectors. Then f : [0, 1]d → RK is called a neural network of
depth L if it is layer-wise defined by

f (k)(z) =


z k = 0
σ(k)

(
W (k)z + b(k)

)
1 ≤ k ≤ L− 1

W (L)z + b(L) k = L

(2.2)

f (:k)(x) = f (k)(f (:k−1)(x)) (2.3)
f(x) = f (:L)(x) (2.4)

where f (k) : Rnk−1 → Rnk , with nk the number of hidden units in layer k and n0 = d,
nL = K for consistency. The notation f (:k) denotes the network from input space
up until the layer k, whereas f (k) only means only one specific layer.

Typically, σ(k)(x) = ReLU(x) = max(0, x) for all k 6= L, and the identity in the
last layer.

2.1.1. Training of Neural Networks

After introducing how neural networks look like, it remains to discuss how to de-
termine the weights that solve the task at hand. In the supervised learning setting
the task is to approximate a mapping f ∗ given a set of input and output tuples
(x, f ∗(x)) [48].

5



2. Theoretical Background and Related Work

To find suitable network parameters one still needs to define how to measure the
quality of the function approximation and a way to maximize the quality.

Empirical Risk Minimization

To train neural networks one needs to define a cost or loss function L, that for a
given tuple (x, y) quantifies the error of how far away f(x) is from the given target
y. The specific choice of loss functions is discussed later.
Given this loss function, the goal of training our neural network is to minimize

the risk or expected loss over the data distribution

E(x,y)∼D[L(f(x; θ), y)] . (2.5)

However, the actual data distribution D is not known, and one only has a dataset of
samples {xi, yi}i=1,...,N from it. Hence, what is actually minimized is the empirical
risk over training data D̂

Ĵ(θ) = E(x,y)∼D̂[L(f(x; θ), y)] = 1
N

N∑
i=1

L
(
f
(
x(i); θ

)
, y(i)

)
. (2.6)

After the parameters are chosen to minimize the empirical risk, it cannot be used
as an unbiased estimate of the true risk. This is why in addition to a training data
set a test set is commonly used for performance evaluation [48].
This seemingly small discrepancy is what differentiates learning from pure opti-

mization. The minimum of the empirical risk is generally not the optimal solution to
the given problem. This tradeoff between optimization and generalization is called
bias-variance tradeoff [48]. The variance of the parameter estimator describes how
much the estimate would change under resampling of the training data. One sign of
high variance is a large gap between training and test performance due to overfitting
the data to noisy features that only exist in the training data, or given enough model
capacity, even memorizing specific inputs. The bias of an estimator is its deviation
from the true value of the parameter. Too small model capacity can lead to large
deviations, as the model is not able to model the actual complexity of the data.
Hence, in practice, one rarely optimizes the pure empirical risk and many methods

in machine learning try to decrease the true risk such that the networks performance
generalizes beyond the training data [48]: Often regularization terms are added to
the loss to achieve better generalization, or special layer like Dropout [122] are used
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2.1. Neural Networks

for the same purpose. Due to this fact, finding suitable loss functions is non-trivial
and an active area of research. There are interesting approaches of learning a loss
function while training the network like Generative Adversarial networks [46].

Loss Function

What remains to be done to train a neural network is to choose a loss function
that quantifies the error between prediction f(x) and the target of the data tuple
y. One popular method for that is maximum likelihood estimation. In this view
a parametric model defines a probability distribution pmodel(y|x; θ). The maximum
likelihood method now chooses the parameters that maximize the likelihood of the
observed data, taking the logarithm for better numerical properties:

θML = arg max
θ

E(x,y)∼D̂ [log pmodel(y|x; θ)] . (2.7)

Comparing this equation with the empirical risk minimization (2.6), one finds that
the loss to minimize is

L = −E(x,y)∼D̂ [log pmodel(y, x; θ)] . (2.8)

This can be viewed as the θ-dependent part of the Kulback-Leibler divergence be-
tween the conditional true data distribution and pmodel, measuring the dissimilarity
between both distributions [48]. This term is also called the cross-entropy, which is
why this loss is called cross-entropy loss. How this loss looks in practice depends on
the probability distribution the chosen network is modeling – what one interprets
the networks output to be:
In supervised learning, there are two general categories of tasks, classification and

regression. In regression, the output value is a continuous variable. If one interprets
it as the mean of a Gaussian distribution, using the maximum likelihood loss leads
to the mean squared error MSE(f(x), y) = 1

K
||f(x)− y||22.

In classification, which is the main focus of this work, the network has to predict
one category from a set {0, 1, . . . , K}, like predicting the type of animal given an
image. Typically, this category is determined as y = argmaxk f(x)k, with f(x)k
the k-th output of the network, meaning that the largest output of the network
determines the assigned class.
For classification tasks, what we would naively want to minimize would be the 0-1
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2. Theoretical Background and Related Work

loss, which assigns a cost of zero for correctly classified inputs and a cost of one for
mislabeled data [48]. Using such a loss function has several drawbacks: Derivatives
are either zero or undefined, prohibiting gradient-based optimization. Additionally,
we do not only care about performance on the data samples we train on, but also
new unseen data. In practice, having a loss that separates classes on the training
set more than necessary leads to better classification score (1-0 loss) on unseen data
[48].
Instead, what one typically does is to interpret the output of the last layer of

the network as unnormalized log-probabilities of a categorical distribution over the
different classes for a given input. Probabilities are then calculated using the softmax
function

p(y = yi|x; θ) = softmax(f(x)) = ef(x)i∑
j e

f(x)j
. (2.9)

Plugging this term into the cross entropy loss (2.8), we arrive at the maximum
likelihood loss for one data tuple (x, y) for classification problems

L = −f(x)y + log
∑
j

ef(x)j . (2.10)

Stochastic Gradient Descent

To actually minimize the empirical risk, one typically uses gradient-based optimiza-
tion that uses local linear information about the loss to decrease its value iteratively.
The most basic of these methods is called gradient descent which takes iterative steps
in the direction of the steepest descent, updating the parameters at each step using

θ ← θ − η∇θĴ(θ) , (2.11)

where η is called the learning rate or step size [48, 109]. Choosing the learning rate
too small makes optimization slow, while choosing a large learning rate leads to
oscillatory behavior and overshooting minima.

In practice, one does not perform gradient descent over the entire training set
which would be very costly. Rather, one uses small minibatches to approximate the
expected value. This is called stochastic gradient descent (SGD).

8



2.1. Neural Networks

There are many improvements over plain SGD that are commonly used: A pop-
ular one is momentum [43, 125], where the loss landscape is viewed as a physical
potential with friction, and moving along the same direction for multiple time steps
accelerates the movement in that direction. Other improvements like Adam [69]
adaptively choose the step size for each parameter individually using the moving
average of the gradient (smoothed by momentum) in each parameter’s dimension.

It is important to note that gradient-based optimization only finds local minima.
With the loss landscape of neural networks being highly non-convex, this highlights
the importance of initialization of the parameters. Even if the same loss value
is achieved by two optimizations, generalization performance can vary widely. One
common initialization method initializes weights Gaussian or uniform while choosing
the variance in such a way that the variance of the gradients is approximately the
same across all layers [52]. If gradients of layers grow or decay with depth, learning
might stall. This is also the idea behind batch normalization introduced later in
2.1.2.

Forward- and Backward-mode Differentiation

The question still remains how to compute the gradients to actually do gradient
descent. With modern networks having in the order of 107 parameters, it is not
feasible to calculate gradients via finite differences, in addition to rounding and
truncation errors. Computing the gradients symbolically often leads to long and
cryptic expressions and constraints expressivity to closed-form expression.
Both shortcomings are alleviated by a mixed numeric and symbolic approach –

automatic differentiation – where analytic derivatives are known for each elemen-
tary operation and are connected via chain rule in the computational graph, while
intermediate results are numerically calculated. This enables precise computation
of derivatives while also allowing control flow like branching and loops that typical
programs include.
To compute the gradient of one node (typically the loss L) with respect to a

parameter θ one has two options:

Forward-mode differentiation In forward-mode differentiation one computes ∂
∂θ
,

the derivative of every node with respect to one node θ [97]. To compute the
derivative w.r.t. input variable xj, associate with each variable in the computation

9



2. Theoretical Background and Related Work

graph its derivative ∂vi

∂xj
and set ẋj = 1 and all other input derivatives to zero.

Now, when one computes the function value in a forward pass, for each node in
the computational graph, in addition to computing its value, one also obtains its
derivative using the chain rule.

For f : Rd → RK , this produces the j-th column of the Jacobian [6]. This is a
special case for computing Jacobian-vector products for which the vector was set to
ẋ = ej. In general, one can compute Jacobian-vector products Jfr with forward-
mode differentiation without explicitly calculating the Jacobian for a cost in the order
of the forward pass by setting ẋ = r.

Reverse-mode differentiation In reverse-mode differentiation one computes ∂L
∂

the derivative of one node with respect to every other node [97]. To compute the
derivative of one output variable yj w.r.t. all other variables each variable vi is
associated with an adjoined v̄i = ∂yj

∂vi
describing the sensitivity with which the out-

put changes to changes in the variable. Compared to forward-mode differentiation,
reverse-mode uses a two step process: First, all intermediate values are computed
during a forward pass and the computational graph connecting these variables is
stored. Secondly, starting at ȳj = 1, the adjoins are propagated backwards via the
chain rule.

For f : Rd → RK , this produces the j-th row of the Jacobian [6]. Analog to
the forward-mode case, this is a special case of computing vector-Jacobian prod-
ucts with ȳ = ej whereas rJf can in general be computed without computing J by
setting ȳ = r. Reverse-mode differentiation for a scalar output – like typical losses
for neural networks – is called backpropagation. While Rumelhart et al. [109] are
credited for popularizing this method in the context of neural networks, historically
it was discovered multiple times independently [113].

When calculating the derivative of a specific node with respect to another, both
methods are equivalent. In typical machine learning scenarios, however, one wants
to calculate the derivative of one node – the loss – with respect to all parameters,
strongly favoring backpropagation over forward-mode differentiation, where just one
forward and backward pass each are necessary, compared to one for each parameter.

10



2.1. Neural Networks

2.1.2. Building Blocks

While in principle a neural network with one fully-connected hidden layer (and a
monotonically increasing, bounded and nonconstant activation function) can ap-
proximate any continuous function arbitrarily close on compact subsets of RN if the
number of hidden units is chosen large enough [23, 58], in practice it takes very long
or is impossible to find the parameters to achieve that.
First, empirically it was found that deeper networks, measured by the number

of layers, are more efficient to train [26], meaning they need to see fewer samples
during training and need less parameters, resulting in faster training [87].
But not only the number of layers is relevant: The functions the layers com-

pute also improve final performance and efficiency: While fully-connected layers can
model every possible affine transformation, using different affine layers that con-
strain the weight values or the relationship between them can greatly increase the
speed of convergence and generalization performance [48, p. 198ff]. Thereby, the
space of all possible programs that the network can encode is constrained, reducing
the size of the hypothesis space and making optimization easier.

Convolutional Layer

Generalization performance can be improved by encoding biases into the network.
This naturally leads to a loss of generality [26, 75] , but there exists very abstract a
priori knowledge that can be expected to be true for all natural images: translation
equi- and invariance. Assuming two-dimensional image input, a desirable property
for our layer would be that a translation in its input leads to a translation in its out-
put. This property is provided by the convolution operation for three-dimensional
discrete inputs with two spatial dimensions. This type of layer was first used in com-
bination with the backpropagation algorithm by LeCun et al. [76]. A convolutional
layer takes an input I and a (typically much smaller) kernel K of size M ×N × C
and computes the point-wise product of I and K at each position:

S(i, j) = (I ∗K)(i, j) =
∑
m

∑
n

∑
l

I(i−m, j − n, l)K(m,n, l) . (2.12)

Intuitively, the convolution shows how much the feature represented by K is acti-
vated at each location (i, j) of the image. The third dimension, that is not spatial,
is called the channel dimension. For the input image these channels correspond to
the RGB color channels; deeper in the network they are called feature maps, as each
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2. Theoretical Background and Related Work

is the output of one kernel (representing a feature) from the previous layer. This
means convolutional layers map volumes to volumes, whereas fully-connected layers
map one-dimensional inputs to one-dimensional inputs.
Note that this operation respects the two-dimensional spatial structure of the

input. It has equivariance to translation meaning that a shift of the input will also
result in a shift of the output.
Convolutions exhibit two further key differences compared to fully-connected lay-

ers: Sparse interactions and parameter sharing.
Due to the dense nature of the connections in a fully-connected layer, no notion of

spatial relation exists; in such layers the output at one coordinate can be influenced
by inputs at every coordinate of the image. However, the lower in representation we
are, the less likely it is that the bottom left corner of the image has large influence
over what is depicted in the top right. Convolutional layers restrict flow of informa-
tion to the local neighborhood, making the weight matrix W sparse [48, 75]. This
reduces the number of parameters, and with it the amount of data needed. Sparser
weights also allow deeper networks without leading to overfitting. The part of the
original input that influences a unit u is called u’s receptive field. With growing
number of layers the receptive field grows until it includes the entire input.
A related, but different feature of the convolution is parameter sharing [48, 75]:

In a fully-connected layer, if a feature is learned at one position, it will not be
recognized anywhere else. This makes learning very inefficient. For convolutions,
we do not only interact sparsely, with local kernels, but we reuse the same kernel
at every position. This saves tremendous amounts of training data, as a cat in
one position will also be detected in another without the need for many images at
that other position. The further reduced number of parameters greatly improves
generalization performance.
In theory, a fully-connected layer is able to learn the same transformation as a

convolution. In practice however, it will never reach the same point in hypothesis
space without the encoded prior knowledge of translation invariance and sharing
weights over all locations of the image.

There are a few more practical considerations when implementing convolutional
layers: First, there are boundary effects if the kernel is applied at the edge of an
input. Either, the input is zero-padded to keep the size of the output constant,
or the kernel cannot be applied at the outer positions of the input, shrinking the
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output. Secondly, to reduce dimensionality, the kernel is not always applied at every
position, but moved with a stride > 1; a stride of 2 for example with a kernel of
spatial dimensions 2×2 would reduce height and width of the input by half. Lastly,
similar to the fully-connected layer, a bias term is added to the convolutional layer
before a non-linear activation function is applied.
The previously introduced definition of neural networks 2.1.1 does include con-

volutional layers as each convolution can be written in sparse matrix form (see
Appendix A).

Pooling Layer

Like convolutions with stride > 1, pooling layers reduce the dimensionality of the
feature maps, only in this case not with learned kernels, but summary statistics.
The most common types of pooling are max pooling, taking the maximum entry

within each neighborhood, and average pooling, taking the mean.
Pooling serves two main purposes [48]: First, the number of parameters in the

following layers is reduced, accelerating training time and generalization. Secondly,
pooling creates invariances to small translations in the network.

Batch Normalization

As networks got deeper they also got harder to train: Gradient descent assumes that
you update one parameter while keeping all other functions in the chain rule fixed.
In practice, however, all parameters are updated at the same time. This changes the
distributions of each layer’s inputs and causes higher-order effects that make small
learning rates necessary. Since higher-order optimization techniques are too costly,
Ioffe and Szegedy [61] introduced batch normalization layers. The idea is that for
each mini-batch inputs are normalized by the mean µ and variance of the batch

x̂ = x− µ√
σ2 + ε

. (2.13)

This renormalization reduces the impact of lower layers on the statistics of higher
layers which allows faster and more stable training. At test time, the mean and
standard deviation are replaced by running average statistics from training time.
To avoid lowering the expressive power of the network, the normalized activations
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are scaled and shifted again by two learnable parameters γ and β:

y=γx̂+ β = BNγ,β (x) (2.14)

While this preserves expressive power, mean and variance of the activation are now
determined by one parameter each, instead of the interaction of many parameters
in the previous layers [48].

2.1.3. Common Architectures

There is plenty of research on novel architectures and model types. While we might
start to see one of the fields bigger transitions since CNNs, transformer models [133],
that were first used in the context of NLP, but are now also successfully applied in
computer vision [29], most improvements to architecture are at their core refinements
of the original CNN architecture.
The goal of this thesis is not to train novel architectures or improve upon cur-

rent approaches, but to give a comprehensive analysis about the state of current
methods with regards to their robustness to unbounded adversarial feature attacks
as introduced in section 2.3.1. Currently, the overwhelming majority of computer
vision applications uses deep CNNs. While the field of robustness research started
with using relatively small architectures to keep the cost of adversarial training – a
computationally more complex training method introduced in 2.3.1 – low, nowadays
the most popular architectures are deep residual networks.

Residual networks Even with batch normalization, deep neural networks can be
difficult to train. With increasing depth, the gradient signal from the loss to earlier
layers becomes weaker [42]. This led to a stagnation in network depths, with one of
the most popular architectures, VGG-16 [119], using 16 layers.
In theory, adding layers should not degrade performance; added layers could sim-

ply learn the identity function. Experiments, however, show that there is an optimal
number of layers after which performs decreases again. He et al. solve these prob-
lems with the introduction of residual networks [53]: The core idea is that instead
of learning the desired mapping directly, blocks of layers learn only how the input
should change, namely the residual by letting y = f(x)+x. One residual block com-
monly consists of multiple convolutional layers, batch normalization and optionally
pooling layers.
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Residual networks (short ResNets) do not decrease the expressive power of net-
works, while reducing the effective depth by allowing the input to skip certain layers.
This architecture has made it possible to efficiently train networks with over a hun-
dred layers. In this work the common ResNet-18 and ResNet-50 architectures are
used (see section 4.1).

While this work, and most of the state of the art approaches in computer vision,
focus on residual networks, the existence of adversarial examples was shown to be not
a peculiarity of one specific architecture, but observed in a wide range of approaches,
from simple linear classifiers to more elaborate algorithms [47].

While the previous definition of neural networks 2.1.1 captures the essential be-
havior of ANNs and gives a good intuition, it is too restrictive for the introduced
ResNet architecture. To incorporate that, we introduce this broader definition that
allows non-linear graph structure:

Definition 2.1.2 (Residual Network). We define a residual network as a computa-
tional graph, where each node can have inputs from all previous nodes starting at
the input. The networks output in layer j is a function

f (j) : Rn0 × Rn1 × · · · × Rnj−1 (2.15)
x(j) = f (j)(x, x(1), . . . , x(j−1)) . (2.16)

(2.17)

The networks input is set as x = x(0). The networks output is then given by
f(x) = f (L)(x), by substituting previous layer outputs into the equation

f(x) = f (L)(x, f (1)(x), f (2)(x, f (1)(x)), . . . , f (L−1)(x, f (1)(x), . . . , f (L−2)(x, . . . )))
(2.18)

Note that, while they are included in the layers in the first definition, activation
functions comprise extra layers in the second definition. While this allows for com-
plicated compositions of previous inputs, in typical residual networks the merging
looks like addition of different functions f (j) = ∑j−1

k=0 f
(j)
k (x(k)).

15



2. Theoretical Background and Related Work

2.2. Perceptual Metrics
As explained in more detail in section 2.3.1, Ilyas et al. [60] found that datasets that
neural networks are trained on contain highly predictive features that are impercep-
tible to humans. While these features work well to solve the task on the same data
distribution, ideally, we would want for neural networks to use similar concepts to
understand visual data as humans so that we can understand and interpret their
decisions.
One aspect of that is the notion of similarity of different images that humans and

neural networks use. Both in humans and in neural networks the question arises
whether this notion of similarity is captured by a metric in the mathematical sense:

Definition 2.2.1. A metric on a set X is a function d : X ×X → [0,∞) such that
for all x, y, z ∈ X we have

(1) d(x, y) ≥ 0 (non-negativity)

(2) d(x, y) = 0⇔ x = y (identity of indiscernibles)

(3) d(x, y) = d(y, x) (symmetry)

(4) d(x, y) ≤ d(x, z) + d(z, y) (triangle equation)

Condition (1) is, strictly speaking, redundant as it automatically follows from the
others by setting y = x in (4) and applying (2) and (3).

In the following, first similarity in human perception is discussed, before exploring
methods that try to recreate our sense of similarity algorithmically and discussing
whether these are indeed metrics in the mathematical sense.

Similarity in Human Perception

Humans have an intuitive notion of similarity between visual stimuli: Prompted
with a reference image and two others to choose from, they can decide which image
is more similar to the reference. However, it is not clear that this notion of similarity
is captured by a metric in a geometrical space. Early attempts modeled similarity
as inner products in such a space [30]. These methods were mostly replaced by
Sheperd’s universal law of generalization [117], which states that similarity between
two stimuli is a monotonically decreasing function of the distance of these stimuli in a
perceptual space. This function was commonly taken to be a decreasing exponential.
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Still, these approaches assume that there exists a meaningful vector space of stimuli.
They are still commonly used, using mutli-dimensional scaling to recover this metric
space from pairwise similarity distances reported by humans. However, there is
still debate whether these assumptions are correct [7, 130, 131], and alternative
approaches [65, 130] to geometric encoding of stimuli have been proposed: Tversky
and Gati [131], for example, cast doubt on the validity of segmental additivity (that
the triangle inequality becomes an equality for points on a straight line) for similarity
distances between stimuli. However, there are newer inner product approaches that
conform with the universal law of generality and address some of the criticism like
segmental additivity [65].
Experimental verification of these theories is difficult because dimensionality of

the space is not known, and increasing the dimension improves the quality of fit.
Additionally, data might be ordinal, which makes it hard to test properties like the
triangle equality that require numerical computation.[7]
In general, there is contradicting experimental data to all defining properties

of metrics (in definition 2.2.1) [130]: For example, in our subjective perception,
symmetry can be violated and similarity statements are directional: An ellipse is
seen as more similar to a circle than a circle is to an ellipse. One problem with
similarity is that it is context and task dependent: Without a context a snake and
a raccoon are perceived to be less similar than if the context of "pets" is given [86].
The importance and weighting of different features is also context dependent: Zhang
et al. [146] illustrate that with the question whether a red square is more similar
to a red circle or to a blue square. Here we see that there are different aspects of
similarity, color and shape that are difficult to compare. The weighting of different
features, dimensions of the perceptual space, is not fixed but might change with
context [86]. To reduce context dependence, Zhang et al. [146] use distortions of
small image patches that do not picture many high-level context.
The same phenomenon also creates problems with the triangle equality [130]: A

red square and a blue square might be perceived as similar, because both are squares,
and the blue square and a blue triangle might be perceived as similar because both
are blue. However, a red square and a blue star are perceived as quite dissimilar.

While these results show that a perfect alignment between a computational metric
and human perception might not be achievable, there has been an ongoing search
for measures of similarity that approximately agree with humans.
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Classical Distance Measures

Typical metrics on the input space like l2 or a MSE capture semantics very badly:
Flipping an image might result in a high l2-distance, but look perceptually similar
to humans in many cases, while blurring an image has small impacts on the l2
distance, but a large one on human perception. Another often used example is Peak
signal-to-noise ration (PSNR), which is proportional to the logarithm of the ratio
of the maximum pixel value and the mean squared error between both images. The
problem with such metrics is that they assume pixel-wise independence. This might
be a good assumption if one assesses similarity between an original image and a
noisy version of it (especially if the noise for different pixels is independent), like to
evaluate compression algorithms, but it performs bad for semantic changes or even
larger distortions that do not act on each pixel independently.
Even to asses noise, error focussed methods like the MSE are not aligned with

human perception. Perceived image quality does depend on the visibility of the error,
where it is in the visual field and how much it changes the content of an image [135].
There exist many different approaches that try to weigh different aspects of the error
by its visibility to the human visual system [83, 102].
To combat these problems there is a class of distances that take into account

local structure between pixels. The so called Structural Similarity Index (SSIM)
[135] and its variants [134, 145] account for luminosity, contrast and structure in
multiple local windows of the two images to determine similarity. Using SSIM as
loss function for image reconstruction increases performance compared to pixel-wise
MSE loss [121]. While performing better than error-based metrics, the SSIM score
becomes meaningless when comparing images that are not mere distortions of each
other: Two images of different dogs will often be less similar than one of the dog
images and the image of a cat.

Similarity using Neural Network Representations

The perceptual similarity properties of a neural network’s features was first used
for network inversion to approximately restore an image from its features [82, 120],
which is explained in more detail in section 2.3.3. The hope is that features of
neural networks represent a compressed version of the input image, even when not
explicitly trained to (like with auto-encoders). These features correspond at least
partially to semantic concepts; however, without regularization this inversion works
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very poorly, generating images that look like the original with added high frequency
noise, similar to adversarial examples, introduced in section 2.3.1 [32].
In addition to simple inversion or feature visualization, perceptual losses are com-

monly used for image generation tasks like style transfer by optimizing perceptual
losses for content and style for each image [37] or by training a generative network
with those perceptual losses [67], or super-resolution [67] and other image genera-
tion and synthesis tasks with variational autoencoders [70] or generative adversarial
networks [46] like [28, 74]. These networks also typically work with additional other
losses and regularizations, as perceptual losses alone often generate high frequency
features. This raises questions, how well human perceptual similarity is represented
by these deep features.
In 2018, Zhang et al. reported about "the unreasonable effectiveness of Deep Fea-

tures as Perceptual Metric" [146]. They directly evaluated how well aligned neural
network feature distances are with human notions of similarity, by comparing two
alternative forced choice judgements, where an image is distorted in two different
ways and humans are asked to decide which of the distortions is closer to the orig-
inal. They found that features from networks that were not specifically trained
for similarity judgements outperformed traditional methods introduced above. This
works across a number of different architectures and tasks from supervised classifi-
cation to unsupervised and self-supervised tasks, where the similarity metric simply
emerges when the network is tasked to solve a high-level semantic task. Adding
a weighting factor between different features that is trained on human similarity
judgements further improves the result. One explanation could be that this weighs
down high-frequency features that are not aligned with human judgement.
While the distortions cover a broad range from traditional saturation, color, blur

and random noise distortions to CNN-based transformations, the original image is
always clearly visible. This evaluation is still closer to image quality assessment
than to high-level conceptual similarity between different but related images.
Orthogonal to this is the TLL dataset by Rosenfeld et al. [108] that shows image

tuples that humans deemed similar, often in a hidden abstract way (see 3.5 for more
info). While in the experiments of Zhang et al. feature distances came in some cases
close to human performance, on this dataset feature distances still perform much
worse. However, in the former case, trivial metrics like l2 already perform reasonably
well, which is not the case in the latter (as seen in figure 2.10 and discussed later).
Zhang et al.’s task can be solved by the early feature layers, where using features
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from more then one layer (depending on distortion type) yield diminishing returns,
whereas the more complex TLL task profits from features at different levels [108].
Additionally, they show that pooling diverse tasks increases the performance of the
perceptual metric as different tasks learn different notions of similarity.

Are Feature Distances Metrics?

After establishing that these perceptual metrics are useful and used in practice, the
first question might be whether they even are metrics in the mathematical sense as
defined by 2.2.1.
While it is doubtful that human similarity judgement fulfill all of the criteria,

humans would probably not assign a distance of zero for two very different, distinct
images. So it would be desirable if our perceptual metric would approximately
adhere to criterion (2).
Let us define a perceptual metric in our sense as a function d : Rd×Rd → R with

d(x, y) = d̃(f(x), f(y)) and f : Rd → Rm, d̃ : Rm×Rm → R a metric in the sense of
definition 2.2.1 on Rm. Which properties does f need to have for d to be a metric?
(1) and (3) trivially hold if d̃ is a metric. The triangle equality (4) also holds, as

it holds for d̃, for all inputs, independent of where f maps them to.
So indeed, (2) is the one that constrains f . From (2), it follows directly that f

needs to be injective. Injectivity imposes many constraints on how f can look like:
Typical neural networks are formulated as a composition of functions as in defi-

nition 2.1.1. For the composition of functions the following holds:

Lemma 2.2.1. Let f : U → V , g : V → W , g ◦ f injective. Then f is injective.

Proof. Let u1 6= u2 ∈ U . Assume f is not injective, i.e. f(u1) = f(u2) = v. Due to
injectivity we have g(f(u1)) 6= g(f(u2)). Then g(v) 6= g(v). Contradiction!

g, on the other hand, only needs to be injective on the image of f .
It follows that for each k f (:k) needs to be injective for f to be injective. That

means that the number of units in each layer nk always has to be bigger than d, the
input dimension. This is typically not the case: Networks usually first map into a
higher-dimensional space (which is necessary to learn disconnected decision regions
if activations are bijective [95]), to then reduce spatial dimensions drastically, both
for computational purposes, but also because dimensionality reduction is useful for
classification: In the final layer, we want to map into a space where features are
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linearly separable into C clusters, so the variance across data points is explained by
a C dimensional subspace.
Apart from that, there are constraints on the activation function. The most widely

used ReLU function is not injective. If we assume full rank of the weight matrices
(which is reasonable as small disturbances could make them full rank), even if the
first layer maps to higher-dimensions, the range will be an affine space of dimension
d that is non-trivial, hence intersect at least d axes. This means that it will map
into other orthants than the positive orthant, where ReLU is not injective. Hence,
the activation function of the first layer cannot be ReLU.
However, this is no strong constraint in practice as injective activation functions

like Parametric ReLU, where the slope for inputs < 0 is learned, can even outper-
form ReLU activations [52].

Further, note that the cosine distance, which is often used as d̃ (like in [108, 145]),
is no metric in Rm as it only compares the angle between vectors, not length.
Even if injectivity was theoretically guaranteed, there could be problems for per-

ceptual metrics: We do not only want that different images are not assigned a
distance of zero, but a distance > ε. Images of different classes, for example, should
be farther apart than images of the same (which will be made more precise later).
Typically, neural networks contract feature space with increasing depth, thus cre-
ating invariances to task-irrelevant data [99]. However, as we will see later, these
invariances are also created to semantically relevant features.
While there are injective, and in fact even bijective architectures [8, 44, 62], these

architectures can still strongly contract parts of the feature space, leading to very
close if not same features, and a numerically very unstable inverse [9]. So guaran-
teeing injectivity in theory does not solve the problem automatically.
In the experimental section it will be tested how much injectivity is violated in

practice, or said differently, whether one can find images from very different parts
of the data distribution that are mapped to the same small neighborhood in feature
space.

Perceptual alignment Assuming that we have found a perceptual metric, what
does it mean for a metric to be aligned with human perception? In the context of
a classification problem, Tramèr et al. [127] call a distance metric d : Rd × Rd → R
aligned with an oracle O of the classification problem, if for any input x with O(x) =
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Figure 2.2.: Normalized histogram of pairwise inter- and intra-class distances in the
MNIST test set in input space (left) and the representation layer (right).

y the distance to any image of the same class x1 with O(x1) = y is closer than to
any other image from a different class x2 with O(x2) 6= y: d(x, x1) < d(x, x2).
This form of alignment can be empirically estimated via pairwise distances in the

test data sets. In figures 2.2 and 2.3 we see the distributions of pairwise distances for
intra- and inter-class tuples using the l2-distance in input space on the left and the
l2 distance in the representation layer (the layer before the linear classifier onto the
logits) on the right, for two standard datasets, MNIST and CIFAR-10, respectively.
For more information about the datasets, see 3.5.
One can visually see that for both datasets the distance distributions are much bet-

ter separated in feature space than in the input space. Especially for the CIFAR-10
dataset, the distributions for intra-class and inter-class pairs looks nearly identical.
However, even in feature space there is substantial overlap between both distribu-
tions, so classifying by distance in feature space will not be aligned with human
labeling.
It is easy to see, and in fact Tramèr et al. show, that finding a perfectly aligned

metric and finding a classifier with perfect performance is equivalent: If we have a
perfect classifier, in the sense that it always agrees with the oracle, we can simply
choose

d(x1, x2) =

0, if f(x1) = f(x2)

1, otherwise
. (2.19)

The other way around, if one has a perfectly aligned distance, one can simply con-
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Figure 2.3.: Normalized histogram of pairwise inter- and intra-class distances in the
CIFAR-10 test set in input space (left) and the representation layer
(right). While classes are not separated in input space, they separate
very well in logit space.

struct a 1-nearest-neighbor classifier with one arbitrary example for each class. All
examples of class y have to be closer to their class prototype than any other input
from another class, yielding a perfect classifier.

2.3. Failure Modes and Robustness

In the beginning of the 2010s neural networks seemed to reach human-level perfor-
mance in a wide variety of tasks [34, 51–53, 73, 115, 118]. With improved perfor-
mance followed a storm to solve real world problems such as autonomous driving
[10], facial recognition [103] or medical diagnosis using imaging data such as MRI
scans [24, 34, 49, 79]. However, in 2013 Szegedy et al. [126] noticed that all these
state of the art networks could be fooled nearly 100% of the time when, instead of
evaluating on test sets distributed in the same way as the training set, one inten-
tionally crafts inputs to change the output. Specifically, they found that one can
find very small perturbations to an image, imperceptible to humans, which could
change the predicted label with high confidence, so-called adversarial examples.
This is not only a problem for safety critical applications, but also shows that

networks do currently not learn the same underlying concepts from data as humans
do. Additionally, robustness is also important in applications where the interven-
tion of an adversary is very unlikely, as actively looking for worst-case failures is
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Figure 2.4.: Different failure modes of classifiers compared to human evaluation.

much more efficient than testing random perturbations that are common in many
real-world scenarios.

Since Szegedy et al. found the first adversarial examples by computing the closest
image to x that was classified as a specific different class and still in the [0, 1]d-box
using L-BFGS, many mechanisms, attempted explanations [41, 60, 124, 129] and,
connected with that, defenses [1, 2, 15, 47, 81, 100, 114, 137, 143], and attacks [4, 13,
14, 20, 22] were proposed and different kinds of adversarials have been analyzed. The
most abstract definition that encompasses all cases defines an adversarial example as
"an input to a machine learning model that is intentionally designed by an attacker
to fool the model into producing an incorrect output" [45]. Formally, this means
that the machine learning model disagrees with the human oracle: f(x∗) 6= O(x∗).
In most approaches to adversarial examples, one starts from a reference image

x and then modifies it into an adversarial example x∗. This framing allows for
two different failure modes of classifiers to achieve the mismatch between oracle and
classifier w.r.t. the reference x visualized in figure 2.4: First, the network can change
its prediction for the modified image, while an oracle would still classify it in the same
way as the reference image. These are the classical adversarial examples, sometimes
called perturbation-based adversarial examples [63], that we will here call sensitivity-
based, or short sensitivity adversarial examples following Tramèr et al. [127]. The
following section 2.3.1 deals with this kind of adversarial examples. On the other
hand, there is another class of adversarial examples, where the network’s output
stays the same while a human would classify the changed image differently: These
images will be called invariance-based adversarial examples and will be discussed in
detail in section 2.3.3.
More precisely, we define two kinds of adversarial examples, adapted from [127]:

Definition 2.3.1 (Sensitivity Adversarial Examples). Given a classifier f and a
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correctly classified reference image x, a sensitivity adversarial example is an input
x∗ ∈ I from the domain of the network, such that

1. f(x∗) 6= f(x), but

2. O(x∗) = O(x).

Since a human oracle is costly to obtain, a lp-norm bound is often used as a
proxy for visual similarity: Adversarial examples with ||x∗ − x|| ≤ ε are called
norm-bounded sensitivity adversarial examples.
The other type of adversarial example is defined as follows:

Definition 2.3.2 (Invariance Adversarial Examples). Given a classifier f and a
correctly classified reference image x, an invariance adversarial example is an input
x∗ such that

1. f(x∗) = f(x), but

2. O(x∗) 6= O(x).

In this definition we include multiple versions of the classifier: f can either be the
argmax-classifier as it is typically in the sensitivity case, or it can be the logit layer,
which will be the focus in this work, or even earlier feature layers as in [111]. In this
second case of adversarials it is more difficult to replace the oracle in the definition,
especially when we talk about feature or logit layers, not about classifier decisions.
There are several ways to handle this problem explained in section 2.3.3, after the
introduction of the first class of adversarial examples:

2.3.1. Adversarial Robustness and Sensitivity-based Adversarial
Examples

A large part of the work on sensitivity-based robustness can be viewed from one
frame uniting defenses and attacks: robust optimization. Before introducing this
framework, it is helpful to define what robustness of a classifier is. In the following,
robustness will mean robustness to sensitivity-based adversarial attacks, which is
the common definition.
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Sensitivity robustness Robustness can only be defined with regards to some attack
model, that a neural network can be robust against. To keep the framework very
general, the attack is just defined by a set of allowed perturbations S(x) that specify
how the original input can be manipulated, which can be input-dependent.
Naturally, the question arises under which manipulations the network should be

invariant. If you are just looking at label changes in a computer vision classification
task, the classifier should be invariant under many transformations like changes
in viewpoint, lighting, rotations and translations. Invariances can be context- and
input-dependent: In face recognition you want invariance to (adversarially designed)
glasses [116], in autonomous driving to stickers on street signs [35]. Adversarial
robustness, however, is only concerned with local, not global generalization. Hence,
the allowed perturbation should result in inputs that are by some measure close to
the original.
In the case of image data as inputs, S should capture perceptual similarity between

input and adversary. Most commonly this is approximated by using lp-norms such
as l∞ or l2, which section 2.2 showed are badly aligned with human perception.
However, there is also research in how to incorporate perturbation sets that cannot
easily be described by mathematical sets [138].
Robustness hence can be seen as an invariance property: A network is robust

w.r.t. an attack model S if for an input x the network’s decision does not change
for the set x + δ, δ ∈ S. If the attack model is defined via a distance measure,
as is the common case in computer vision, one can quantify robustness w.r.t. to
a sample as the minimum required distance to change the networks decision. The
network’s robustness can then be taken as the median or average case robustness
over a set of test samples [14, 114]. The robust test accuracy of a network, on
the other hand, is the lowest possible accuracy over the test set when worst-case
perturbations allowed by the threat model are applied. While attacks only pro-
vide upper bounds on robustness as they do not find the optimal perturbation,
there exist guarantees that label changes are not possible within a certain bound
[21, 38, 54, 68, 104, 136, 137, 139, 144]. These methods often suffer from scalability
issues and are restricted to specific sets of examples for which the network is prov-
ably robust [14]. While they pose an important direction of research, they are not
in the focus of this work.

Given this attack model, an adversarial example is then an image z ∈ S(x) ∩ I,
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with I the domain of the network, or specifically in computer vision z ∈ S(x)∩[0, 1]d,
such that the decision of f is changed. To keep humans out of the loop, this definition
replaces the oracle (like human perception) in definition 2.3.1 with the perturbation
set S, which ideally is chosen to capture a subset of all images on which O(z) =
O(x0). Attacks that create such examples are called untargeted. There also exist
a class of targeted attacks that changes the network’s decision to a specific other
class.

Robust optimization and the min-max-problem In robust optimization, instead
of minimizing the risk directly (eq. (2.5)), we minimize the worst case risk under
the attack model [81]:

min
θ

E(x,y)∼D

[
max
δ∈S

L(f(x+ δ; θ), y)
]
. (2.20)

Here the inner maximization corresponds to the attack model trying to maximize
the loss over the perturbation set, while the outer minimization tries to find model
parameters to defend against this attack. Robust optimization can be seen as a prior
to not rely on imperceptible brittle features in the data [32]. On the task itself these
brittle features are highly useful, and in fact only non-robust features can achieve
good generalization [129]. These features are only non-robust w.r.t. to perturbations
that humans perceive as small under our own notion of similarity which is why [129]
frame adversarial vulnerability as "a purely human-centric phenomenon". This does
not mean that alignment of our models to this human notion and encoding human
priors is not desirable for explainability and interpretability of the model’s decisions.
The optimization problem (2.20) cannot be solved exactly due to many reasons:

First, similarly to calculating the risk, we do not know the true data distribution,
so all we can compute is the empirical adversarial risk, analogous to equation (2.6).
This method is known as adversarial training (AT). The inner maximization is non-
concave, the outer minimization non-convex [81] and the combined problem NP-
hard [68, 136]. In theory, both problems can be separated, with the gradient of the
maximum problem being just the gradient at its maximum according to Danskin’s
theorem (see [81]). Since the inner problem is in practice never exactly solved, this
does not strictly hold, but empirically one still obtains good descent directions.
Most attacks and defenses can be framed as strategies to approximate solutions

to the inner maximization and/or outer minimization.
One of the approximations of the inner maximization is projected gradient descent
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(PGD). Madry et al. [81] present evidence that PGD is a universal first order attack,
in the sense that other first order attacks will not find significantly better local
maxima. This was shown by restarting PGD many times and observing that while
local maxima are locally spread, the distribution of their loss values is tightly peaked.
Adversarial training with PGD is shown to yield robustness to a larger class of
attacks.

Projected Gradient Descent

Projected gradient descent is a general method to solve optimization problems of
the form

min
x
f(x) s.t. x ∈ C . (2.21)

Gradient descent (introduced in section 2.1.1) needs only slight adjustments to
become projected gradient descent (PGD)

yk+1 = xk − tk∇f(xk) (2.22)
xk+1 = arg min

x∈C
||yk+1 − x|| , (2.23)

projecting the result of the descend step onto the set C. Most commonly, tk = t for
all iterations, though there exist adaptive versions like Auto-PGD [18].
In the special case of adversarial attacks, the function to minimize is the negative

loss −L(f(x+ δ; θ), y) and C the previously defined perturbation set C = x+ S(x).
A common scenario in computer vision includes the projection onto the box [0, 1]d

which is the domain of valid images. Projecting on such an l∞ constrain is easy, as
the components are independent and the x that minimizes eq. (2.23) is simply yk+1

clipped to this box.
The second typical constraint from the field of adversarial examples is the con-

straint onto an l2-ball of radius ε around a certain point xc. The projection, in the
reference frame of xc, is then simply the same vector yk+1 reduced in length to ε if
it was larger before:

xk+1 = yk+1 − xc
||yk+1 − xc||

· ε+ xc (2.24)

= ε

||yk+1 − xc||
yk+1 +

(
1− ε

||yk+1 − xc||

)
xc (2.25)

In this adversarial scenario, to find the minimum l2-perturbation necessary to
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change the label, PGD can be run multiple times using binary search on the ε-
bound, as described in more detail in section 3.3.

Data Augmentation

Another interesting frame to view adversarial training and most current defense
schemes through is that of data augmentation: Robustness is about invariances. But
classification itself is about invariances, too, invariances to intra-class variations, in
this case. Lack of robustness can in this frame be seen as a data sampling problem,
where the training data was not sampled i.i.d. from the underlying distribution: In
the same way that lack of images of a cow from the back, for example, will lead
to classification mistakes in this scenario, a lack of images with adversarial noise
that is imperceptible to humans (and hence belongs per definition to the true data
distribution) will lead to vulnerability against adversarial examples.
Augmenting data with various transformations like translations has already been

common practice for a long time to achieve invariances and generalize better [48],
joined by newer ones cutting parts out or combining images [142]. Adversarial
training can be seen as a clever way of data augmentation, that tries to dynamically
adapt to the network’s vulnerabilities w.r.t. to some prior defined invariance class,
like lp-balls, and find the most useful augmentation.

Uniform and Lipschitz continuity

An orthogonal lens to the data-augmentation frame is given by robustness in the
framework of uniform continuity, or in a stronger form of Lipschitz continuity: A
network is uniformly continuous if for every δ > 0 there is some ε > 0 such that for
all pairs of points (x, x∗) with ||x − x∗|| < ε, we have ||f(x) − f(x∗)|| < δ, with f
being the logit layer in this context. If a network is vulnerable to perturbation-based
attacks it is too sensitive to local changes in the inputs. So to make the network
more robust is to increase the ε for a given δ, which is basically what adversarial
training achieves [64].
A stricter criterion is Lipschitz continuity, which limits how fast a function changes:

A classifier is Lipschitz continuous if there exists a positive constantK, the Lipschitz
constant, such that for all pairs (x, x∗) we have ||f(x)− f(x∗)|| ≤ K||x− x∗||. One
approach to increase robustness is to apply regularizers that reduce the Lipschitz
constant directly instead of using data augmentation schemes [16].
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Out-of-distribution Robustness and Overconfidence

A related phenomenon to adversarial vulnerability, is vulnerability to out-of-distribution
images and overconfidence. While adversarial examples shift the data distribution
by adding targeted noise, out-of-distribution robustness deals with all kinds of dis-
tribution shifts, typically using natural images from different datasets or random
noise distributions. This shifted distribution is called out-distribution, while the
standard data distribution is called in-distribution.

Neural networks have been shown to make very high confidence predictions on
these images, that are far away from the training data distribution [56, 94]. This in
part is a result of the piecewise affine nature of most commonly used neural network
architectures, that leads to increasing confidence as one moves farther outside from
the outermost linear regions [55]. This overconfidence can be mitigated by recalibrat-
ing the network’s output [50, 56], training on this out-distribution (see next section
2.3.2 and [5, 57]) with uniform confidences or adding an extra out-distribution class
[39, 84].

2.3.2. Selected Defenses

In section 4.3 the robustness of several defenses is evaluated w.r.t. the attacks de-
veloped in this work. They are introduced here very briefly. Adversarial training,
as described above, builds the basis of most defenses. It involves minimizing the
adversarial empirical risk, meaning that one trains on adversarial examples (at least
some portion of the time) instead of plain images.

ACET and CEDA

Adversarial confidence enhancing training (ACET), proposed by Hein et al. [55],
uses a similar training scheme as adversarial training to mitigate overconfidence
on out-of-distribution images. The idea is to add to the cross-entropy loss of the
in-distribution a loss term of the maximal log confidence over the out-distribution,
in this case uniform noise, enforcing uniform confidence. This method, known as
CEDA [55], is sample inefficient. Instead, a worst case loss in a neighborhood around
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the out-distribution samples is minimized:

1
N

N∑
i=1

L (f (xi) , yi) + λE
[

max
‖u−Z‖p≤ε

LDout(f, u)
]

(2.26)

LDout (f, z) = max
l=1,...,K

log
(

efl(z)∑K
k=1 e

fk(z)

)
, (2.27)

where Z ∼ Dout a random variable from the out-distribution. Augustin et al. [5]
use a slight variation of ACET, where the same cross-entropy loss (with the sum
instead of the maximum) is used for the in- and out-distribution, which also enforces
uniformity on the out-distribution, and is easier to optimize.
ACET is shown to not only reduce overconfidence on noise, but also on other out-

distributions, and to a smaller extent even adversarial examples, which are typically
much closer to the data manifold that the out-distribution samples.

RATIO

RATIO (= Robustness via Adversarial Training on In- and Out-distribution), pro-
posed by Augustin et al. [5], combines adversarial training with ACET, applying
adversarial training to both in- and out-distribution:

min
f

E(x,y)∼D̂in

[
max

‖z−x‖2≤εi
L (f(z), ey)

]
+ λE(x,y)∼D̂out

[
max

‖z−x‖2≤εo
L (f(z),1/K)

]
,

(2.28)
where 1/K is the uniform distribution over K classes and L the cross-entropy loss
for classification problems.
Astonishingly, this combination leads not only to the added effect of both, but

to synergies, like better in-distribution robustness as pure AT and smaller drop in
clean accuracy.

2.3.3. Invariance-based Adversarial Examples

Typical neural networks are not bijective as they map from high dimensional input
spaces into more semantically meaningful low dimensional spaces. This also means
that they invariably create invariances in the network. These can lead to a different
kind of adversarial example that comes not from the network being too sensitive
to change, but too invariant, where the network does not change its output despite
semantic change as described in definition 2.3.2.
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In this work, we will try to find invariance adversarial examples x∗ to a target
image xt such that f(x∗) = f(xt), the adversarial being in the preimage of xt under
f (with f being the logit layer in this context) while also staying close to a reference
image x0 in input space ||x − x0|| ≤ ε. Being close to a specific image of another
class is a stricter version of the oracle criterion, which is difficult to formalize without
humans in the loop.
In this framework, invariance robustness is the property of the network that for

tuples (x0, xt) there exists no image x∗ such that ||x∗ − x0|| ≤ ε while f(x∗) =
f(xt). In practice one can either compute the percentage of examples for which this
succeeds for a given ε-threshold, or compute the median distance between x∗ and
x0 similar to [114].

Different Approaches in Prior Work

To find invariance adversarials one is faced with two problems: First, the computa-
tion or representation of the preimage, and second solving the oracle problem.
In principle it would be possible to describe the entire preimage of a classifier

(its argmax, logit, or feature layer) analytically, and then search for adversarial
examples within it. A framework for this will be introduced in section 3.1. In
practice, however, computations become infeasible very fast, creating the need for
practical approximations.
One way to simplify the preimage problem is to look at the invariances of just

one layer: Li et al. [78] exploit the invariances of just the first hidden ReLU layer.
After features collided in one layer, they will naturally collide in all subsequent
ones. To find these invariances, Li et al. set up equality and inequality constraints
for the preactivation to be mapped to the same activation by the ReLU layer. These
equations form a polytope of which they try to find some of the vertices with an
optimization scheme. However, as they solve the optimization only approximately,
these are no true feature adversaries. They call the attack successful if the class
label stays the same with high confidence. The oracle problem is solved here by
using an image x0 from another class as initialization of the optimization problem
to which the vertices usually stay close.
To exploit all the network’s layers, Jacobsen et al. [63] use invertible networks.

These networks are invertible except for the last layer that projects onto the logits.
This means that all invariances, and all discarding of information happens in the last
layer. The idea of Jacobsen et al. is to also keep this last layer invertible and split

32



2.3. Failure Modes and Robustness

it into semantic variables (that correspond to the classes and contribute to the loss)
and nuisance variables that do not contribute to the classification loss. This allows to
create invariance adversarials by combining the semantic variables (or logits) of one
image with the nuisance variables of another one and invert this representation at
the cost of one backward pass. They show that these nuisance variables still contain
most of the semantic information. They attribute this problem to over-reliance on
highly predictive features in the training distribution, as the cross entropy does only
incentivize to explain the label from the data, but not to find an explanation for all
the features present.
This approach, however, has two important drawbacks: First, since nuisance and

semantic subspaces are not perfectly factorized, the backward pass will in general not
result in inputs constrained to the [0, 1]d box, i.e. images. Adapting this approach
to constrain the backward pass to the box is non-trivial. While Jacobsen et al. claim
that they are experimentally visually close to images, our reproduction resulted in
inputs noticeably leaving the box. Secondly, bijective nets are currently not widely
used. It is not clear whether all results will generalize if the source of invariance
stems from one specific layer instead of successive lossy transformations of the input.
Even if findings would generalize, there is considerable value in methods for finding
invariance adversarial examples that work for a broad class of networks that are
currently used in practice.

Feature inversion There are multiple approaches that avoid bijective networks
and approximately invert non-invertible networks: Even before the term adversarial
example was coined Erhan et al. [33] tried to visualize features that a neuron repre-
sents by maximizing its activation. This technique called activation maximization
was further developed by Simonyan et al. [120] to be used on the logit layer, to
produce a "prototype" image for each class. This approach is similar to classic per-
turbation adversarial attacks like PGD, which is why Simonyan et al. [120] applied
an l2-regularizer to obtain more human interpretable images. While features are
clearly recognizable, the images are far from natural looking. Related methods use
similar priors and regularizers like neighborhood correlations [89], Gaussian blurring
to reduce high frequencies [141], a compositional pattern-producing network to en-
code possible images to ensure more natural looking low-frequency images [94], or
a deep generator network [93].
Instead of maximizing one feature, one can similarly optimize the input to have
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a certain feature or output distribution, thus inverting the network. Similar to fea-
ture visualization, this requires priors to result in interpretable images, like "natural
image priors" that encourage patches with low variation [82] or using randomly ini-
tialized generator networks as prior [132]. Without these priors the optimization
results in images that have the same representation as the target but bear no resem-
blance to them semantically, that is, invariance adversarial examples. The drawback
of these priors is that one injects additional information that can no longer be sep-
arated from the information learned about the network. Such a prior would make
an experimenter blind to the existence of invariance adversarials. In accordance
with the results presented in section 4.3, Engstrom et al. [32] find that robustly
trained networks learn more meaningful representations that can simply be inverted
by gradient descent.
Instead of solving an optimization problem for inversion one can alternatively

train a model to do the inversion directly, like [27, 28] or Rombach et al. [105], who
model the invariances of network representations directly using conditional invertible
networks and autoencoders. The problem with adding another network, i.e. using
one black box to understand another black box, similar to the added priors, is that
it can distort the results from the original model, as the effects of both cannot be
fully disentangled.

Invariance attacks on the argmax layer Up until now the oracle problem was
solved by using a reference image from another class in which’s vicinity one wants
to find images with a given logit distribution. Switching from logits to the argmax,
this does not work anymore: Being close in argmax-space means nothing more than
having the same class. An invariance adversarial is then just an image classified like
xt but being close to another reference image. As will be discussed in 2.3.4, this is
just a different framing of a normal sensitivity adversarial example.
That is why Jacbosen et al. [64] and Tramèr et al. [127] try to find ε-bounded

invariance adversarial examples around xt itself. They choose a human-centric net-
work agnostic approach to find adversarial examples: Starting from the source image
x0, go through all images in the training set labelled differently than the source. For
each compute a set of semantics preserving transformations and the distance of each
of those transformations to the original image. Choose the transformed image with
the smallest distance to the original, the aligned image x̂. To obtain the adversarial
example, starting from x̂ exploit the pixel-wise l∞-bound to move as close to x0 as
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possible. At this stage, the attack is completely independent of any network.
They find that within commonly used ε-bounds for MNIST ||δ||∞ ≤ 0.3, their

attack is able to find images that humans classify differently in 21% of the cases,
and even in 26% if they hand engineer images within this radius. This shows the
misalignment of lp norms and human perception that we will come back to in section
2.3.5. Out of the successful class changes in humans, plain models only agree in 33%
of the cases. This number goes down for more robust models to sensitivity-based
attacks, leading Tramèr et al. to the conclusion that there exists a tradeoff between
both forms of adversarials. This will be further discussed in section 2.3.4.
There are several problems with this attack: The biggest is that this attack re-

quires that comparing images in pixel-space via lp norms is meaningful. The align-
ment process, finding a close image of a different class only works if you already
have a metric that is aligned with semantics. As we have seen in section 2.2, if we
had a metric that did this perfectly, we would already have a perfect (and robust)
classifier. Using a k-nearest-neighbor classifier on the raw MNIST digits already
provides decent results (>95% test accuracy for k = 10), while this is not the case
for natural image datasets like ImageNet: While in the MNIST dataset there are
images of 3s that look like incomplete 8s and are close to them, the l2-closest images
in real-world datasets like CIFAR-10 or ImageNet look very different and cannot
easily be transformed into each other.
Secondly, and relatedly, it is very hard to define semantic preserving transforma-

tions on natural image data. MNIST is inherently two-dimensional data. Image
data, on the other hand, is a two-dimensional projection from three-dimensional
space, allowing for complicated class preserving transformations like changes in view-
point or lighting, that MNIST does not include.
Both of these problems could be tried to fix with other neural networks: As de-

scribed in section 2.2, lp norms in higher feature layers provide much better semantic
distance measures than in the input space. Generative models like VAEs [70] could
be used to generate candidate transformed images that preserve the originals se-
mantics. However, this creates a circular argument, where we would need models
already robust to the analyzed problems, or one would again entangle problems
of both models together. So designing a general attack for ε-bounded invariance
adversarials on the argmax level is still an open research question.
Additionally, one reason why the network is vulnerable to these attacks is also

specific to MNIST: The created adversarial examples often contain grey lines, that
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humans already identify as lines, but the network does not, because MNIST training
images are almost perfectly binarized (see section 3.5). So the vulnerability stems
from a significant systematic bias in the training data, where the assumption that
the data is uniformly sampled from the true data distribution (as defined by human
oracle) is much stronger violated than for natural images. The l∞ distance between
different images in the MNIST test set is almost always at the maximum 1.

To conclude, while in this work, following [63], [78] and [111], we search for feature
collisions in the network between images of different classes independent of direct
humans in the loop, [64] and [127] look for local invariances in the network that show
misalignments between human and machine perception. Their adversarial examples
can be framed as sensitivity adversarial examples for humans: Their approach is
network agnostic and searches for images close to an original that change the human
assigned label. However, this is only true for the proxy ε-bounded definition of
sensitivity-based adversarials, not for the oracle-based one. As humans in fact are
the oracle, this shows the mismatch between the ε-bound proxy and what we actually
want.

2.3.4. Duality between Sensitivity and Invariance

Jacobsen et al. [64] find a tradeoff between sensitivity robustness and invariance
robustness that is further built upon by Tramèr et al. [127]. Engstrom et al. [32]
present evidence that robustness to sensitivity adversarial attacks through adversar-
ial training improves representations: They show empirical evidence that robustness
makes representations approximately invertible, in other words that images in the
preimage of a particular representation show very similar semantic features as the
original image that produced said representation.
This section will first look at the theoretical considerations for the tradeoff given

in prior work, and building upon that, frame a duality between sensitivity and
invariance adversarials. Later, in section 4.3, we will look at how sensitivity robust-
ness influences invariance robustness in practice on different types of defenses and
datasets.

Sensitivity vs. invariance Sensitivity adversarials occur when small changes in
input lead to large changes in output. They are related to the stability of f and
continuity: If samples are close in input space, are they also close in feature space?
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Invariance adversarials, on the other hand, occur when small changes in output can
be the result of large changes in input. Hence, they are related to the stability of the
inverse f−1 or to f being injective: If samples are far away in input space, can they
still be very close in feature space? This means that while sensitivity adversarials
are local in input space, invariance examples are a local property of the inverse and
thus global in input space. This is why the definition of invariance adversarials 2.3.2
used here does not impose an ε-distance constraint to xt.

Locality and boundedness In the introduced prior work there are two types of
invariance adversarial examples: ε-bounded and non-bounded examples. This dis-
tinction might seem minor, but both kinds unveil different problems in current
neural networks: ε-bounded examples at the argmax level as defined by Jacobsen
et al. [64] and Tramèr et al. [127] uncover problems with the misalignment between
ε-balls and human perception. The natural decision boundary around an object will
almost certainly not be shaped like an lp-ball. Hence, depending on the ε, one will
either under- or overestimate the true decision boundary with the bound at different
locations. This is the tradeoff between sensitivity and invariance locally. As noted
before, in this framework human perception takes an essential role. If, however, the
bound is so small that ||x∗− x|| ≤ ε entails O(x∗) = O(x), then there is no tradeoff
and the failure modes are completely separated, assuming that enforcing robustness
within the ε-ball via adversarial training will not impact the decision landscape out-
side. While Madry et al. [81] show that robustness does not generalize beyond the
training ε-bound, Tramèr et al. [127] observe that invariance robustness is impacted
for larger bounds. We will try to estimate how large the violation of the assumption
that there are no oracle changes within the ε-bound is in practice in 2.3.5.
In contrast, our approach follows the line of Sabour et al. [111], Jacobsen et al.

[63] and Engstrom et al. [32], and uncovers problems with the network’s invertibility,
in its preimage. We try to analyze globally, how much injectivity is violated, i.e.
whether pictures of different classes are mapped to very similar features; there is no
human in the loop necessary for this approach.
While both notions are definitely connected, their relationship is intricate and

while they are referred to by the same name the distinction is not trivial.
Although we have seen that there has to be a tradeoff in theory, it is not clear

whether we already are at the point where it applies. It can be the case that
current models trained to have increased sensitivity robustness, still are below the
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true sensitivity threshold and underestimate the true decision boundary in most
dimensions. This has to be evaluated experimentally in section 4.3.

Tradeoff in Simple Examples

Before evaluating the tradeoff between both invariances on real world data in 4.3,
one can obtain insights about the nature of this tradeoff by looking at very simple
cases:

Constant classifier First, Jacobsen et al. [64] consider a constant classifier f(x) =
y∗ for all x ∈ Rd. Since the function is constant, perturbations cannot change the
classification. This model has, under their definition, perfect sensitivity robustness,
but the preimage of one value, y∗ contains all inputs, so it is maximally invariant.
Assuming a class-balanced dataset, however, this classifier would only reach an
accuracy of 1

K
, being not better than random guessing.

The problem here is that what we want to achieve is not robustness per se, but
robustness conditioned on accuracy: When we measure robust accuracy, we count
the percentage of examples that are correctly classified when perturbed within the
bounds, not the examples that are classified the same as the unperturbed one. If we
do this here, sensitivity robustness is at the same 1

K
accuracy as the clean accuracy.

Hence, this classifier is not only not perfectly sensitivity robust, but has the worst
possible robust accuracy.
Still, the question remains whether there is a tradeoff between sensitivity and

invariance conditioned on accuracy.

Adversarial spheres A more complex toy example are adversarial spheres [41].
This is a binary classification dataset where one has to distinguish points from two
different concentric spheres with one class at radius R1 and another at R2. There
exists a robust max-margin classifier with perfect clean accuracy:

f(x) = sgn
(
||x||2 −

R1 +R2

2

)
. (2.29)

Jacobsen et al. [64] look at a slightly modified classifier, ignoring the last n coordi-
nates of the input, making the classifier non-robust:

f̂(x) = sgn (||x1,...,d−n||2 − b) , (2.30)
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Figure 2.5.: Sensitivity and invariance adversarial examples on two-dimensional ad-
versarial spheres for a classifier that only takes into account the vertical
axis. There exists a duality between both kinds of adversarial exam-
ples. True semantic change happens in radial direction, while angular
changes are nuisance.

with b chosen on a finite training set. For this classifier, we can find both kinds
of adversarial examples: All points on the outer sphere can be perturbed to be
classified as inner while staying on the sphere. On the other hand, all points on the
inner sphere can be moved to the outer sphere without changing the classification.
Note that both kinds of adversarials in this case lie on the data manifold. Both
kinds of examples are visualized in figure 2.5 for the two-dimensional case, where
only the vertical dimension is used for classification.
The important point here is that many adversarial examples are at the same

time sensitivity and invariance adversarials with different reference points. Moving
horizontally from the inner to outer sphere does not change the classifier output
(even before taking the sign), making it to an invariance example for xt. On the
other hand, x∗ is a sensitivity adversarial example for all x0 on the outer sphere
which’s first component is larger than b. Both vulnerabilities are caused by the
same problem: Relying only on the vertical axis, creates sensitivity in this one
feature, while resulting in invariance to the other.
This hints at a general duality of both failure modes. In our own setting, we

find examples x∗ with f(x∗) = f(xt) 6= f(x0), but O(x∗) = O(x0) 6= O(xt). This
means that x∗ is at the same time a sensitivity adversarial to x0 and an invariance
adversarial to xt. While in the end there is a fundamental tradeoff between the two
until perfect accuracy is achieved, one could hypothesize that fixing the sensitivity
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Figure 2.6.: From left to right: Original image showing a goldfinch, perturbed image
showing a pineapple with ||δ||2 = 34 and ||δ||∞ = 0.91, the original
image with added random noise with same l2 distance, and lastly, with
added l∞ noise of same distance. Based on example in [127]. This
showcases the misalignment between lp and human perception.

problem around many inputs might improve invertibility and thereby improve in-
variance robustness. While results from [32] provide evidence for this hypothesis it
will be empirically analyzed in section 4.3.

2.3.5. Invariance Adversarials and Misalignment of Perceptual
Metrics and Human Vision

In section 2.2 it was already discussed that metrics like the l2-distance are misaligned
with human perception. What does this mean for adversarial robustness?
Tramèr et al. [127] show that there exist images within the common used l∞ ball

around an image in the MNIST dataset that change the oracles class label. They
also show problems with the l2-distance on more realistic datasets like ImageNet:
High frequency noise changes human perception of an image much less than localized
low-frequency changes with the same norm. To visualize this phenomenon they take
an ImageNet image of a goldfinch in a bush, which takes up only a small fraction
of the image, and replace it with a pineapple. While this transformed image would
be classified as a pineapple by most humans, randomly drawn noise with the same
norm is barely perceptible. A recreation of the image is shown in figure 2.6. Ideally,
the perturbation set for adversarial training should include the third, randomly
perturbed image, but not the second. The l2-distance cannot define such a set;
l∞ shows even worse alignment at such large distances: The right image looks like
random noise, but has the same l∞-distance to the original image, as the pineapple
one.
With the existence of this misalignment established, we can now formulate the
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tradeoff between sensitivity and invariance: Let x such that O(x) = y and ε∗ =
min{||∆||2 | O(x + ∆) 6= y} be the smallest class changing perturbation and
x2 = x + ∆ being the closest input with a class other than y. If there is a lo-
cal misalignment between l2 norm and oracle, there exists another image x1 = x+∆̂
from the same class such that ||∆̂|| > ε∗. So if we enforce robustness with radius
ε ≤ ε∗, x1 remains a sensitivity adversarial, while enforcing ε > ε∗ would make x2

an invariance adversarial example. This means we can view adversarial examples as
errors in the adversarial metric, either under- or overestimating the actual distance
w.r.t. to humans. This phenomenon is shown in detail on the toy problem of linear
binary classification between two Gaussian distributions in [60]: The local metric of
the underlying data distribution given by the covariance matrix of the Gaussian is
not aligned with the adversaries l2-distance that applies the identity matrix, that
is blended with the covariance with increasing ε-bound and rotates the decision
boundary of the linear classifier.
It is important to notice that in practice adversarial training has effects on the

confidences outside of used bound, meaning that the ε above is not necessarily the
same as the bound in adversarial training. Not only Tramèr et al. observe the effect
of invariances outside of the trained bound: While they do not explicitly talk about
invariance adversarials, Madry et al. [81] already noticed that their model trained
with an l∞-bound of 0.3 did not change its class label around many test set examples
within a l2-bound of 4. The images within this bound, however, where able to change
the label assigned by humans.
As we have demonstrated in section 2.2, finding a metric that is aligned with an

oracle is as hard as finding a perfect classifier. This is in some way trivial: To avoid
the problem described above, we would need a metric that captures the decision
boundary perfectly, avoiding both sensitivity and invariance adversarials. But as
these are the only two possible failure cases (see figure 2.4), we arrive at a perfect
classifier.

Minimum oracle changing perturbation and choice of ε While this misalignment
definitely exists, it is still unclear how big the practical effects are. A typical l2
bound for adversarial training on ImageNet is ε = 3.0. Replacing the goldfinch by a
pineapple in [127] results in a perturbation with norm 19, clearly above the training
threshold. Recreating this image, we even arrived at a distance of 34.
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Figure 2.7.: Cumulative number of image pairs below a certain ε bound for all tuples
from different classes in the MNIST test set for different norms.

Now let’s look in more detail at how many examples in the dataset are closer
than a given ε. Table 2.1 gives the most commonly used ε-bounds for evaluating
perturbation robustness.

Table 2.1.: Commonly used ε-radii for training and evaluating models against ad-
versarial attacks for different norms and datasets.

Norm
Dataset MNIST CIFAR-10 ImageNet

l0 12 - -
l2 1.5 0.25-1.0 3.0
l∞ 0.3 8/255 (4-8)/255

To find the minimum oracle-changing perturbation is very difficult, as the true
data distribution is not known. Instead, a first proxy is to look at distances of
pairs in the dataset: Figures 2.7, 2.8 and 2.9 show the cumulative number of image
pairs (from different classes) that are closer than a certain distance depending on
this distance for the MNIST, CIFAR-10 and ImageNet test dataset, respectively.
The range of the x axis for each figure ranges from the minimum to the maximum
distance found in the datasets. Comparing with the ε-values in table 2.1 one first
notices that for all three norms, no image pairs are closer than the commonly used
ε.
This further corroborates the argument that unbalanced training data is a problem

and augmentation in the broadest sense is one viable solution to the robustness
problem: While one can easily find images of different digits with l∞-distance smaller
than 0.95 (one could just rescale the images to have a range of [0.1, 0.9] without any
loss of class information to a human), these are not present in the training and test
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Figure 2.8.: Cumulative number of image pairs below a certain ε bound for all tuples
from different classes in the CIFAR-10 test set for different norms.
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Figure 2.9.: Cumulative number of image pairs below a certain ε bound for a subset
of tuples from different classes in the ImageNet validation set for differ-
ent norms. 25 of the 50 images of each class are chosen to compute the
pairwise distances.
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distribution of the MNIST dataset.
Networks that map from high to low dimensional spaces will always have invari-

ances. Section 3.1 will give a detailed description how the preimage of a polytope
under each layer looks like. Each ReLU layer will create polytopes in input space
that have a constant activation. So in the end these properties are inherent to our
architectures. But the shape, the location and the size of these invariant polytopes
can be mitigated via the weights, via training and data augmentation.

Are Robust Models Better at Perceptual Similarity?

Before robustness to sensitivity adversarials was widely studied, it was noticed that
style transfer and other tasks which utilize perceptual similarity work especially
well on the VGG network [91]. In 2019 Engstrom et al. [31] found that a normally
trained VGG network has much higher natural layer robustness than most other ar-
chitectures. Layer robustness quantifies how much a layer’s features can be changed
within an ε-ball in input space normalized by the average feature distance in that
layer over the dataset. In the first layers, VGGs robustness is nearly on par with a
robust ResNet.
Ilyas et al. [60] showed that neural networks learn highly predictive features in

the test data distribution that are however not robust under small perturbations.
Humans, on the other hand, do not focus on these high-frequency brittle features. If
adversarial training prevents networks from learning these non-robust features from
the data, robust models might be better aligned with human perception. To test
if this also transfers to high-level concept similarity and more abstract notions of
similarity, we compare performance of non-robust and robust models on the Totally
Look Like (TLL) benchmark, which contains tuples of images that humans deem
similar by some abstract or hidden notion (see section 3.5 for more details about
the dataset). Figure 2.10 shows the recall @1 for different models.
The leftmost two bars are plain and adversarially trained ResNet-50 on Restricted

ImageNet with 9 classes (C9). While adversarial training improves performance, one
can see that this classification scenario does not learn the relevant features. The
dataset is not diverse enough nor does it include many faces, which are relevant for
this task. Their performance is only a slight improvement over a random ResNet-50
(left green) or the cosine similarity in input space (right green).
Both l2 and l∞ adversarial training following Madry et al. [81] (ATl2 and ATl∞)

improve upon the plain model on the full ImageNet dataset. To test whether ad-
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Figure 2.10.: Recall @1 for different models. Plain models are colored blue, robust
models orange while green denotes methods were no training was in-
volved. Robustness improves the network’s notion of high-level similar-
ity. C9 denotes the ResNet-50 models trained on restricted ImageNet
with 9 classes. Plain, ATl2 and ATl∞ are ResNet-50 models trained on
ImageNet. Shape denotes the ShapeNet from Geirhos et al. [40] and
Densenet from [59].

versarial training brings additional performance compared to a network trained on
shapes, not textures, we add the Shape-ResNet from Geirhos et al. [40] to the com-
parison. Interestingly, contrary to our expectation, the Shape-Net performed worse
than the plain model. The best performance for a plain CNN from [108] was achieved
with Densenet-121 [59], recalling 311 images, beating the plain ResNet-50 by a sig-
nificant margin. Since the adversarially trained networks already outperform the
plain ResNet-50, and in case of the l2-robust model even the Densenet (recalling 345
images correctly), one could assume that robust Densenets would further improve
performance on this dataset.
This small experiment suggests that robust representations are better aligned with

human notions of high-level complex similarity. But it also shows that there is still
a lot of room for improvement. However, one has to consider that the task is not
perfectly clear and there is a lot of ambiguity among the samples even for humans.
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Section 2.2 showed that perceptual metrics based on feature distances of neural
networks fail in theory to be metrics at all. Then, section 2.3.1 introduced adversarial
robustness to small perturbations, followed by invariance adversarials in section
2.3.3. In this chapter, we introduce multiple methods to help to analyze how big
the problem of broken injectivity is in practice and how well the logits of a neural
network can be inverted, how adversarial robustness influences it and and how to
gain insight into the failure cases of neural network in the next chapter 4.
The problem is approached from two different angles: First, the preimage is de-

scribed exactly in terms of sets in section 3.1. As this gets infeasible with growing
network sizes we additionally approach the problem from the angle of adversarial ro-
bustness, introducing two attacks to find invariance adversarial examples, i.e. single
failure cases within the preimage.
Finding those examples amounts to solving the following optimization problem:

minimize ||x− x0||22
s. t. f(x) = f(xt), x ∈ [0, 1]d .

(3.1)

To guarantee the preimage constraint is satisfied, the first attack solves this mini-
mization problem in successive linear regions as a quadratic problem. This will be
described in detail in section 3.2.
To validate that this attack works and compare results, we also introduce a PGD

attack in section 3.3. The preimage constraint, however, cannot be fulfilled by a
simple projection. Hence, a second surrogate problem, similar to the one in [111], is
solved

minimize ||f(x)− f(xt)||22
s. t. ||x− x0|| < δ, x ∈ [0, 1]d .

(3.2)

Lastly, a way of parameterizing the preimage is shown in section 3.4, which allows
to optimize directly within the preimage without constraints.
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3.1. Set Description of Preimage
A common approach in safety verification for neural networks is to compute the
reachable set in output space given some input space [140]. This approach can also
be turned around to compute the preimage reachable from a specific set in output
space.

Definition 3.1.1. The preimage of a set Y ⊆ V under a function f : U → V is
defined as

f−1(Y) = {x ∈ U | f(x) ∈ Y} (3.3)

One property of the preimage of a given set, that will become useful later, is that
it does not change if the set is intersected with the functions range:

Lemma 3.1.1. The preimage f−1(Y) = f−1(Y ∩ range(f)).

Proof.

f−1(Y) = f−1(Y ∩ range(f)) ∪ f−1(Y \ range(f)) (3.4)
= f−1(Y ∩ range(f)) ∪ ∅ (3.5)
= f−1(Y ∩ range(f)) . (3.6)

[95]

To keep the description of the preimage easy, input sets are restricted to be unions
of polytopes.

Definition 3.1.2. A polytope is the solution set of a finite number of linear in-
equalities

{x | Aix ≤ ci}i=1,2,... .

To ensure that these polytopes are again mapped to unions of polytopes, we
restrict the classes of allowed activations σ in the definition of a neural network
2.1.1 to piecewise linear functions, like ReLU, which is the most commonly used
one. One can show that such networks are themselves piecewise affine functions
[3, 17].

Definition 3.1.3. A function h : Rd → RK is called piecewise affine if there exists
a finite set of polytopes {Qr}Mr=1 called linear regions of h such that their union
∪Mr=1Qr = Rd and h|Qr restricted to a linear region is an affine function.

48



3.1. Set Description of Preimage

When computing the reachable set of a polytope in the forward direction of
the network, each point is mapped to a single point; each affine transformation
maps polytopes to polytopes; each piecewise linear activation function (ReLU, leaky
ReLU) will map one convex polytope into a union of polytopes.
When computing the preimage, the reachable set of a polytope in the backward
direction of the network, this is no longer the case: Each point in the output space
can be associated in each linear region with an affine space, the kernel of the affine
restriction, intersected with that linear region.

To compute the preimage, one first needs to rewrite the neural network as a
piecewise affine function and assemble the constraints. To rewrite the network in
piecewise affine form, there are two steps to take, associated with two kinds of
constraints: First, each layer has to be rewritten as an affine function restricted to
some linear region f(x)|Q = V x+v. The polytope constraints on the output of that
layer are transformed according to this affine function into polytope constraints on
the input. Secondly, if the function was not already affine globally, the boundaries
of the linear region Q within which this affine description holds have to be found
and the corresponding constraints have to be added. In general, the preimage of the
polytope Y = {x | Ax ≤ c} for a function f is then given by the union

X =
⋃
h∈H

({x | AVhx ≤ c− Avh} ∩Qh) (3.7)

over the set of all such linear regions H.
Subsequently, the affine restriction and associated linear region constraints are

presented for the most common building blocks of neural networks introduced in
2.1.2.

Affine Layers

Affine layers just transform each polytope to another one, including changing its
affine dimension if the function is not bijective, but they do not create new polytopes.
Combining the definitions of the preimage 3.1.1 and of the polytope 3.1.2 we

obtain
X = {x | V x+ v ∈ {y | Ay ≤ c}} = {x | AV x ≤ c− Av} . (3.8)

Note that X automatically includes the addition of elements of kerV to x. This
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result is not only valid for dense layers, but also for convolutional layers (see appendix
A) and batch normalization at inference time, which are all affine globally and do
not contribute to the definition of the linear region Q(x).

ReLU and Leaky ReLU

The vectorized ReLU function applies max(x, 0) to each scalar component and
thereby splits the input space into 2n linear regions, one for each orthant. Lin-
earizing around a point x we write

Vij(x) =

1 if i = j ∧ xi > 0

0 else
. (3.9)

Similarly, the leaky ReLU function, which is sometimes preferred for being invertible,
is given by

lReLUα(x) =

x if x > 0

αx if x ≤ 0
= max(0, x) + αmin(0, x) . (3.10)

Note that the inverse of lReLUα(x) is lReLU1/α(x), also a leaky ReLU function.
Like the ReLU function, leaky ReLU is linear in each orthant, written as

Vij(x) =


1 if i = j ∧ xi > 0

α if i = j ∧ xi ≤ 0

0 else

, (3.11)

stretching some of the coordinates by α.
What remains is to describe the polytope Q(x) around x for which this linear

description is valid: All inputs z with the same sign as x (equivalent to a positive
product) in each component will belong to the same linear region, resulting in the
following polytope:

P (x)ij =

sign (x) if i = j

0 else.
, (3.12)

Q(x) = {z ∈ Rn | P (x)z ≥ 0} . (3.13)
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To obtain the preimage for all linear regions, let us enumerate the 2n different
indicator vectors p, one for each orthant, starting at p0 =

[
1 · · · 1

]>
, the positive

orthant, p1 =
[
1 · · · 1 −1

]>
, to p2n−1 =

[
−1 · · · −1

]>
, the negative orthant.

Let Ph denote diag(ph), Qh the associated polytope, and associate with it Vh the
linear approximation for an x = ph in the orthant of Ph.
Following equation (3.7), given a (leaky) ReLU function, x ∈ Rn, and an output

set Y = ⋃N
s=1 Ys, Ys = {x | Asx ≤ cs}, the preimage will then be

X =
N⋃
s=1

2n⋃
h=1
Xs,h (3.14)

Xs,h =
x

∣∣∣∣∣∣
AsVh
−Ph

x ≤
cs

0

 (3.15)

The last rows ensure that x lies in orthant h, while the first line ensures that the
image of x under leaky ReLU in that orthant lies within the polytope.

Pooling

As introduced in section 2.1.2, there are two different commonly used pooling layers
that differ considerably in the way they influence the preimage:

Average pooling Average pooling applies a linear filter to the input, similar to
a convolutional layer with a fixed filter, and is already affine. For each subset of
input coordinates Ii ⊂ I with |Ii| = p, the output is computed as the inner product
between the input and a ∈ Rd with

ai =

1/p if i ∈ Ij
0 else

. (3.16)

The linear map then comprises one row per pooling region, each filled by a vector
like a:

Vij =

1/p if j ∈ Ii
0 else

. (3.17)

Max pooling The local linear approximation of max pooling on the other hand is
dependent on the input. Thus, it creates new linear region constraints analogous to
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the ReLU layer. The linearization for a max pooling layer is given by

Vij(x) =

1 if j ∈ Ii ∧ j = arg maxk∈Ii
xk

0 else
. (3.18)

This description stays constant as long as the maxima in all pools Ii do not change.
Let jimax = arg maxk∈Ii

xk denote the index of the largest element in each pool. Then
the linear region constraints are given by

Q(x) =
⋂
i

Qi(x), Qi(x) = {z ∈ Rn | zji
max ≥ zj ∀j ∈ Ii} . (3.19)

Addition

Let us look at a layer given by the addition of two functions y = f(x) + g(x). The
preimage of a polytope {y | Ay ≤ c} with respect to such a layer {x | A[f(x)+g(x)] ≤
c} cannot be trivially computed in terms of polytopes. Assuming f = Vfx+ vf and
g = Vgx+vg affine, however, the preimage becomes {x | A[Vf+Vg]x ≤ c−A[vf+vg]}.
Hence, we can just compute the preimage of each function separately and then merge
them in each intersection of their linear regions:

Xf =
⋃
s∈Sf

{x | AVf,sx ≤ c− Avf,s} ∩Qf ;s (3.20)

Xg =
⋃
s∈Sg

{x | AVg,sx ≤ c− Avg,s} ∩Qg;s (3.21)

Xf+g =
⋃

sf∈Sf ,sg∈Sg

{
x | A[Vf ;sf

+ Vg;sg ]x ≤ c− A[vf ;sf
+ vg;sg ]

}
∩Qf ;sf

∩Qg;sg .

(3.22)

This creates |Sf | · |Sg| new polytopes, of which many will be empty.

Residual Connections

A residual block performs the operation y = f(x) + x which is a special case of the
general addition case above, where g(x) is the identity and f(x) typically consists
of multiple convolutional layers. Hence, we can just compute the preimage of f as
if there were no residual connection, generating one new polytope for each linear
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region, and later add the +1-term to each of those polytopes, as g is affine globally:

X =
⋃
s∈Sf

{x | A[Vf ;s + 1]x ≤ c− Avf ;s} ∩Qf ;s (3.23)

Since |Sg| = 1, this creates no new polytopes, just modifies the existing ones
created by f .

Putting it Together: Multilayer Networks

There are two slightly different ways of combining these previous layers. They differ
in when to intersect the linear region with its preimage. In the first one, called
backward approach, both affine restriction and region constraints are computed
layer-wise, starting at the output, pooling results for multiple different linear regions
together. In contrast, in the forward approach one linear region is chosen, its affine
restriction of the entire network computed directly and intersected with the region
constraints.

Backward approach In the backward approach the preimage is computed layer-
wise recursively or by tracing back the graph in case of residual connections. Starting
with a set in output space, linear region and preimage constraints are jointly prop-
agated backwards through the network, yielding the preimage for each intermediate
layer in the process:
In the recursive network formulation (definition 2.1.1), where the graph shows no

branching, one can simply iteratively use the preimage polytopes of layer l + 1 as
output polytopes of layer l: f−1(Y) = f (1)−1 ◦ f (2)−1 · · · ◦ f (L)−1(Y).
In case of the more general formulation for neural networks including residual

connections (def. 2.1.2), we first assume that nodes add different inputs after apply-
ing a function to them, meaning that all functions f (j)(x, x(1), . . . , x(j−1)) are only
composed additively f (j)

0 (x) + . . . f
(j)
j−1(x(j−1)) of components f (j)

k . Then one simply
traverses back the networks computational graph. When the graph branches, all
branches have to be linearized separately until the point where there is one single
branch again, and merged as described in equation (3.22).

Forward approach In this approach the affine restriction and region constraints
are calculated (separately for each linear region) starting in the first layer going
forward. The affine restriction for the entire network from input to output is assem-
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bled by iteratively computing affine restrictions until layer l (as shown in equation
3.26) and then used to express the output polytope Y in terms of the input x as
seen in equation (3.24). The linear region constraints are computed like in the
backward approach; the intermediate affine restrictions are then used to express the
region constraints in terms of the input variables. Only in the end are all linear
region constraints intersected with the preimage under the affine restriction. For
the feedforward network without skip-connections this looks like

f−1(Y) =
⋃
i

[
Qi ∩

{
x | A(V (:L)

i x+ v
(:L)
i ) ≤ c

}]
(3.24)

=
⋃
i

Qi ∩

x | (AV (:L)
i )︸ ︷︷ ︸
Ã

x ≤ c− Av(:L)
i︸ ︷︷ ︸

c̃


 (3.25)

with V (:l)
i = V

(l)
i V

(:l−1)
i , V

(:1)
i = V

(1)
i v

(:l)
i = v

(l)
i − V

(l)
i v

(:l−1)
i , v

(:1)
i = v

(1)
i . (3.26)

Note that activation layers are counted as separate layers in this formulation. For
the more general network definition, the computation of the Vis and vis have to be
adapted accordingly. Note also that Qis here have to be computed in terms of the
input to the first layer, replacing the direct input to layer l with V (:l−1)(x) + v

(:l−1)
i .

When computing the full preimage, the second method is wasteful, as it computes
the Qis for each region anew, while the first method shares the common preimages
of the later layers. However, as we will see in section 3.2, there is an efficient
implementation of this second method if one is only interested in the preimage
within a particular linear region.

Empty polytopes For a simple feed forward network with ReLU activations after
each affine layer the number of polytopes rises exponentially with the number of
ReLU neurons

#Polytopes = Np =
L∏
k=1

2nk = 2
∑L

k
nk = 2#hidden units . (3.27)

However, this is only a very loose upper bound and many of those polytopes will
be empty. For lower bounds on the maximum number of liner regions see [3, 88].
In the backward approach, after each layer that might produce empty polytopes,
empty polytopes are discarded by simply solving a linear feasibility problem. Empty
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polytopes are created if the polytope in output space does not intersect with the
function under which the preimage has to be computed. There are two processes
that create empty polytopes, associated with two types of layers: First, for the
ReLU function, a polytope has to be positive or include zero in every dimension to
be reachable from the previous layer. All vectors with even one negative component
have an empty preimage under ReLU. Secondly, in affine layers that map to higher-
dimensions, the image of the map is a lower-dimensional affine manifold that might
not intersect with all polytopes in the output layer. This can also be seen very
clearly in theorem 3.4.5, where we intersect with the range of the affine map. For
both cases, examples are given in section 3.1.1 in the subsection about the 2-1-2
network.

Disconnects in preimage How empty polytopes are created is closely related to
the emergence of disconnects in the preimage. The preimage of a single point y
under an affine map f(x) = Wx+ b that maps into the same or a lower-dimensional
space is itself given by an affine map of y (the right-inverseW †) plus the elements in
the kernel of the linear part of the map, as later shown in theorem 3.4.5. This means
that preimage of a set of points Y under such a map is the Minkowski sum of the
affine right inverse and all elements from the kernel {W †y + v | y ∈ Y , v ∈ kerW}.
Continuous functions, specifically affine functions, map connected sets to connected
sets [95]. The kernel of a linear map is also a connected set and the Minkowski
sum of two connected sets is again a connected set. This means that all affine
neural network layers that map to lower (or the same) dimension map connected
sets onto connected sets. Networks where all layers have this property will only
have connected decision regions, regions where one particular logit is larger than all
others [95].
Disconnects are created in the other case, when the affine layer maps into a

higher-dimensional space. Its range is therefore only a strictly lower-dimensional
subspace. As shown in lemma 3.1.1, the preimage of a set is equivalent to the
preimage intersected with the range. This intersection can yield disconnects for sets
Y that are non-convex, in particular for unions of polytopes. An example for that
will be shown in section 3.1.1.
Furthermore, non-affine layers like ReLU (or other non-surjective activation) lay-

ers can create disconnects by the same mechanism of intersections with the range:
The preimage of Y ⊂ Rd under ReLU is the same as the preimage of Y ∩ Rd

+.
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Figure 3.1.: Preimage of a quadrilateral (shown on the left) under the affine function
( 1.5 −0.5

0.5 0.3 )x+ ( 1. −0.5 ) (right).

3.1.1. Example Calculation of Preimage

To visualize how different layers influence the preimage, and to compare the two
different methods for combining multiple layers, a few example calculations and
visualizations are presented. To allow better visualization all networks only have
two input and two output units.

Affine Layers

Affine layers simply map polytopes to other polytopes, including dimension changes
if the map is not bijective. An example preimage calculation is shown in figure 3.1.

ReLU

During the forward pass through a ReLU layer, only the positive orthant remains
unchanged. In every other orthant, all negative coordinates get squished to zero. A
detailed calculation of the forward reachable set of the ReLU function can be found
in [140]. Going backwards, this means that if our output set includes zero in one
dimension, the preimage extends over the entire negative axis along that direction
at that point. This is shown for a two-dimensional example in figure 3.2

Small network 2-1-2

To show how the preimage is in practice calculated, a 2-1-2 network (denoting
the neurons per layer) is chosen as it contains both, layers that map to a higher-
dimension and layers that map to a lower-dimension, as well as ReLU layers. This
allows us to show how a connected set can give rise to disconnected preimages, which
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Figure 3.2.: Preimage of the ReLU function. Left: Polytope {( −1 −1 )x ≤ −1}.
Right: preimage of that polytope. The preimage extends to negative
infinity in the areas where the original polytope intersects the axes.
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Figure 3.3.: Preimage of the small network in equation (3.28). left: original poly-
tope. middle: preimage of outer ReLU layer. The image of the previous
layer is overlaid in orange. right: preimage in input space.

can be introduced when a layer maps into a higher-dimensional space (another can
be found in [95]). To show this, let’s explicitly calculate the preimage for a very
simple network

f(x) = σ(W (2)σ(W (1)x+ b(1)) + b(2)) (3.28)

with W (1) =
(
1 1

)
b(1) = 0,W (2) =

1
2

 , b(2) =
 0
−5

. We start with a simple

polytope with two halfspace constrains Y =
{(
−1 −1
1 −1

)
x ≤ ( −1

2 )
}
seen on the left in

figure 3.3.

First, the preimage of the outer ReLU layer is computed using equation (3.15).
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Starting in the positive orthant we have

A =
−1 −1

1 −1

 , V0 =
1 0

0 1

 , and P0 =
1 0

0 1

 , resulting in (3.29)

X (4)
0 =


x

∣∣∣∣∣∣∣∣∣∣∣∣


−1 −1
1 −1
−1 0
0 −1

x ≤

−1
2
0
0




. (3.30)

In this set all the constraints are active, describing the four boundaries visible in
the middle of figure 3.3. Analogously, the other three sets compute to

X (4)
1 =


x

∣∣∣∣∣∣∣∣∣∣∣∣


−1 0
1 0
−1 0
0 1

x ≤

−1
2
0
0




, (3.31)

X (4)
2 =


x

∣∣∣∣∣∣∣∣∣∣∣∣


0 −1
0 −1
1 0
0 −1

x ≤

−1
2
0
0




, (3.32)

X (4)
3 =


x

∣∣∣∣∣∣∣∣∣∣∣∣


0 0
0 0
1 0
0 1

x ≤

−1
2
0
0




. (3.33)

In the first set, the third constraint x ≥ 0 is not active, and could be discarded. The
same is true for the second and last constraint in the second polytope. The first
constraint of the last polytope 0 ≤ −1 cannot be satisfied, meaning the polytope is
empty and can be discarded.

Next, we compute the preimage of the affine layer that maps from a lower one-
dimensional into a higher two-dimensional space. In the middle of figure 3.3 you
can see the one-dimensional affine subspace intersecting with the two-dimensional
preimage of the following layer. As the image of an affine map always has affine
dimension equal to the rank of the associated linear map, such intersections can only
be disconnected if layers at some point map from a lower into a higher-dimensional
space (assuming full rank of the weight matrices, which is very easy to satisfy by
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small perturbations). Computing the polytopes, one obtains

X (3)
0 =


x

∣∣∣∣∣∣∣∣∣∣∣∣


−1 −1
1 −1
−1 0
0 −1


1

2

x+
 0
−5

 ≤

−1
2
0
0




=


x

∣∣∣∣∣∣∣∣∣∣∣∣


−3
−1
−1
2

x ≤

−6
−3
0
−5




(3.34)

Here only the second constraint is active, giving us all positive numbers larger than
or equal to 3. The remaining polytopes are given as

X (3)
1 =


x

∣∣∣∣∣∣∣∣∣∣∣∣


−1
1
−1
2

x ≤

−1
2
0
5




, X (3)

2 =


x

∣∣∣∣∣∣∣∣∣∣∣∣


−2
−2
1
−2

x ≤

−6
−3
0
−5




. (3.35)

The second polytope is the interval [1, 2], the last has contradictory constraints, thus
is empty.
Taking the preimage of the first ReLU layer has no effect as all non-empty poly-

topes are in the positive orthant of R1 where the ReLU function is the identity:
X (2)
i = X (3)

i .
What remains is to compute the preimage of the first affine layer that maps from

a two-dimensional space to one-dimension. First, computing it in terms of the set
description leads to

X (1)
0 =


x

∣∣∣∣∣∣∣∣∣∣∣∣


−3
−1
−1
−2


(
1 1

)
x ≤


−6
−3
0
−5




=


x

∣∣∣∣∣∣∣∣∣∣∣∣


−3 −3
−1 −1
−1 −1
−2 −2

x ≤

−6
−3
0
−5




, (3.36)

X (1)
1 =


x

∣∣∣∣∣∣∣∣∣∣∣∣


−1 −1
1 1
−1 −1
2 2

x ≤

−1
2
0
5




. (3.37)

To get a better sense of what happens here let’s change from the set description to
a parametric framework (which will be introduced in detail in section 3.4): We will
later show in theorem 3.4.5 that the preimage of affine map into a lower-dimensional
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space is given by it’s right-inverse plus its kernel. The pseudoinverse W (1)† =
(

1/2
1/2

)
maps the two one-dimensional polytopes to the diagonal through the origin as seen
in the right graphic of figure 3.3. These line segments are then orthogonally extended
by kerW (1) = {λ( 1

−1 ) | λ ∈ R} (orthogonality follows from the fundamental theorem
of linear algebra 3.4.4 and the definition of the pseudoinverse 3.4.2), yielding the
finished preimage.

Alternative, forward approach The previous calculation will now be compared
to the second method presented above, where one separately computes the affine
restriction and linear region constraints to only combine both in the last step. As
this works the same for all regions it is done exemplarily for one particular region.
The network has three (1+2) neurons, hence 23 = 8 linear regions. Two for the
one-dimensional ReLU layer after the first affine layer, times four for the second
ReLU layer.

Let x(0) = ( 1
3 ). Using equation (3.28), the network’s output computes to ( 4

3 ),
meaning that we are in the {+1} × {+1,+1} orthant. First, the affine restriction
has to be computed iteratively as described in equation (3.26), using the affine maps
from the network’s definition and the linearization of the ReLU layers in the positive
orthant:

V (:1) =
(
1 1

)
(3.38)

V (:2) = 1 ·
(
1 1

)
(3.39)

V (:3) =
1

2

(1 1
)

=
1 1

2 2

 , v(:3) =
 0
−5

 (3.40)

V (:4) =
1 0

0 1

1 1
2 2

 =
1 1

2 2

 , v(:4) =
 0
−5

 . (3.41)

Using the indicator matrices P for the ReLU layers, one can now compute the linear
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region constraints

Q(:2) =
{
x
∣∣∣ −1

(
1 1

)
x ≤ 0

}
=
{
x
∣∣∣ (−1 −1

)
x ≤ 0

}
(3.42)

Q(:4) =
x

∣∣∣∣∣∣ −
1 0

0 1

1 1
2 2

x+
 0
−5

 ≤
0

0

 (3.43)

=
x

∣∣∣∣∣∣ −
−1 −1
−2 −2

x ≤
 0
−5

 (3.44)

Q = Q(:2) ∩Q(:4) , (3.45)

where Q(:l) denotes the constraints of layer (l) in terms of the input of the network,
not the input of the layer. Note that in this case Q(:2) adds a redundant constraint
that is already required by Q(:4). What remains is to compute the preimage of Y
under the affine restriction

V (:4)−1
(Y) =

x
∣∣∣∣∣∣
−1 −1

1 −1

1 1
2 2

x+
 0
−5

 ≤
−1

2

 (3.46)

=
x

∣∣∣∣∣∣
−3 −3
−1 −1

x ≤
−6
−3

 . (3.47)

Intersecting this result with Q gives exactly the same polytope and constraints as
computed in the previous section for X (1)

0 .

Decision Boundary of a Larger Network

To also get a picture of more complex networks with some actual model capacity, we
will look at the decision boundary of a 2-8-4-2 network doing a binary classification
on the two-moon toy dataset. The number of regions for the net is already 28 · 24 =
4096, 2nj for each hidden ReLU layer, and therefore already beyond the scope of
calculation by hand, so only graphics will be provided. Two versions of the network
are trained, one with ReLU and one with leaky ReLU activation function. Both
networks are trained with cross-entropy loss and achieve perfect training accuracy.
In case of the ReLU network, 49 of the possible 4096 polytopes are not empty, for
leaky ReLU there are 39. The decision boundaries are depicted in figure 3.4.
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Figure 3.4.: Preimage of the 2-8-4-2 pyramidal network for classifying the 2-moon
dataset. left: original polytope. middle: preimage of leaky ReLU net-
work. right: preimage of ReLU network.

3.2. Linear Region Attack

There are two considerations that lead us to propose the following linear region
attack: First, PGD only solves the surrogate problem (3.2). It was shown by Katz
et al. [68] that all optimization problems with linear constraints on inputs and
outputs for ReLU neural networks like (3.1) are NP-hard; so we are again in need
for a simplification: The problem of generating a targeted adversarial example for
an image x0 is equivalent to finding the image x closest to x0 such that the argmax
of the classifier has a given class, let’s say the same as image xt. This is the same
problem described in equation (3.1), if we take f to be the network after taking the
argmax. Therefore, using adversarial attacks to solve the problem at hand looks
promising.
Secondly, we have derived an analytic description of the preimage in 3.1. Solving

(3.1) for each linear region would yield the optimal solution, but this is unfeasible for
all but very small toy networks. To solve a problem constrained to the preimage, it
is not necessary to explicitly calculate the preimage as in 3.1. Instead of computing
the preimage for all linear regions, we use the forward approach from 3.1 to solve
the optimization problem in (3.1) in one linear region at a time and use a suitable
method for sampling new regions given the solution in the previous one, which is
way more effective than randomly selecting a few regions.
Guided by these considerations, we base our attack on the linear region attack

(LRA) by Croce et al. [22]. Their method aims to find adversarial examples in
specific consecutive linear regions of networks and is introduced hereafter.

62



3.2. Linear Region Attack

3.2.1. Original rLR-QP Attack following Croce et al. [22]

To understand the changes and adaptations that were introduced to the attack, the
basic idea and formalism will be recapitulated here: The linear region attack utilizes
the piecewise affine network formulation from 3.1 around an input x to solve the
optimization problem (3.1), where f is the argmax, successively inside a number of
different linear regions to find sensitivity adversarial examples.

Recapitulating equation (3.26), the affine restriction of the network up to layer l
around a point x is given by

f (:l) = V (:l)x+ v(:l) (3.48)
with V (:l) = V (l)V (:l−1), V (:1) = V (1) (3.49)
and v(:l) = v(l) − V (l)v(:l−1), v(:1) = v

(1)
i . (3.50)

To obtain the corresponding linear region constraints for the region around x with
respect to the input space, one has to replace the input from the previous layer z in
equation (3.13), the linear region constraints for a ReLU layer, and equation (3.19),
the constraints for the max pooling layer, with the linear map up until that layer,
given by equation (3.49):

Q(x) =
 ⋂
l∈ReLU layers

Q
(l)
ReLU(x)

 ∩
 ⋂
l∈MaxPool layers

Q
(l)
MaxPool(x)

 (3.51)

Q
(l)
ReLU(x) =

{
z ∈ Rd | P (V (:l)x+ v(:l))

(
V (:l)z + v(:l)

)
≥ 0

}
(3.52)

Q
(l)
MaxPool(x) =

{
z ∈ Rd |

(
V (:l)z + v(:l)

)
jmax
≥
(
V (:l)z + v(:l)

)
j
∀j ∈ I

}
. (3.53)

The affine restriction (3.49) and the linear region on which these restriction holds
(3.51), together allow to solve optimization problems in terms of the input space
within one linear region.

Solving a Single Linear Region

To solve (3.1) inside a linear region one has to add constraints to change the classi-
fication (argmax), or misclassification constraints, to the constraints in (3.51). The
polytope for the constraint that an image of class c is misclassified as class ĉ is given
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by

{
x | (V (:L)

c − V (:L)
ĉ )x ≤ v

(:L)
ĉ − v(:L)

c

}
. (3.54)

Given these constraints, one needs to solve a quadratic problem of the form

min
z∈Rd

1
2 ||z − x0||22 s.t. Az ≤ b, Cz = d, z ∈ [0, 1]d . (3.55)

This problem is strongly convex and has a unique solution if it is feasible. For
simplicity, in practice we only solve the problem for inequality constraints. Equality
constraints can be formulated as two inequality constraints A = ( C −C )>, b =
( d −d )>. In each new region we are only interested in solutions closer to x0 than
our best previous solution. Hence it is advantageous to solve the dual problem: The
dual function always yields a lower bound on the optimal value [11]. Once the solver
has found a dual objective larger than the previous best, it can stop to search for
solutions in that region.

The dual problem The Lagrangian function of (3.55) is given by

L(y, µ, α, β, γ) =1
2 ||y − x0||22 + µ>(Ay − b) + α>(y − 1) + β>(−y)

=1
2 ||y − x0||22 + 〈A>µ+ α− β, y〉 − 〈α, 1〉 − 〈µ, b〉 ,

adding a weighted sum of the constraints with dual variables µ ≥ 0 for the polytope
constraints and α ≥ 0 and β ≥ 0 for the upper and lower box constraint, respectively.
Hence, the dual function is derived as the infimum over y

g(µ, α, β) = inf
y

1
2〈y − x0, y − x0〉+ 〈A>µ+ α− β, y〉 − 〈α, 1〉 − 〈µ, b〉 (3.56)

= inf
y

1
2〈y, y〉+ 〈A>µ+ α− β − x0, y〉+ terms indep. of y . (3.57)

To find the infimum, one sets the gradient equal to zero

∇yL
!= 0 = 2y + A>µ+ α− β − x0

⇒ y − x0 = −[A>µ+ α− β] .
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Substituting into (3.57), we arrive at the dual problem

max
µ,α,β,γ

g(µ, α, β, γ) s.t. µ ≥ 0, α ≥ 0, β ≥ 0 (3.58)

g(µ, α, β) =− 1
2 ||A

>µ+ α− β||22 + 〈A>µ+ α− β, x0〉 (3.59)

+ 〈α, 1〉 − 〈µ, b〉 .

The primal variable is then given by

z = x0 − A>µ+ α− β . (3.60)

Using the KKT conditions, the optimal values for α and β for a given µ can be
computed directly as α = max(0, x − A>µ − 1) and β = max(0, A>µ − x). The
quadratic problem is then solved by directly calculating α and β for a given µ,
followed by an accelerated projected gradient descent step in µ. The solver is run
until either a maximum number of steps was taken, the dual grows larger than the
bound by the previous best solution or the gap between current dual and primal
objective grows too large. For more information, see Croce et al. [22].

Preconditioning For the solver to converge, good preconditioning is necessary.
This is done by l2-normalizing the rows in A to unit norm and scaling b accordingly.
As this is computationally expensive and norms in the same layer are similar, only
a small number of rows per layer are sampled to normalize all rows. After normal-
ization the misclassification constraints are again scaled up by a factor of 75, which
empirically leads to feasibility faster.
There is a tradeoff here where including more rows into the normalization may

help the solver with convergence, finding better solutions faster, potentially needing
fewer regions. On the other hand, using more rows costs more time per region.
Experimentally, we found that using 10 rows consistently converges fast to a good
solution, whereas using more rows shows diminishing returns.

Applying the Solver to the Problem at Hand

The key insight here is that to solve the dual problem one only needs to compute
vector-matrix and matrix-vector products, but never the constraint matrix itself.
Looking back, both linear region constraints (eq. (3.51)) and misclassification con-
straints (eq. (3.54)) consist mostly of the local linear approximations of each layer
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V (:k).
Remembering equation (3.49), the local affine approximation of f , we see that

V (:k) is nothing else than the Jacobian of f (:k) at x and v(:k)(x) = f (:k)(x)−V (:k)(x),
the error in the linear approximation. As shown in 2.1.1, forward- and backward-
mode differentiation correspond exactly to calculating Jacobian-vector- and vector-
Jacobian products. This means that calculating all the V (:k)x costs only one forward
pass through the network, while calculating all the x>V (:k) costs first a forward pass
to cache all the layers’ outputs, followed by a backward pass through the network.
Not having to compute the constraint matrix explicitly allows to consider much
larger networks; the smaller memory requirements make it possible to run the solver
on the GPU which, using its parallelization capabilities, reduces the wall-clock time
for running the algorithm significantly.

Region Selection and the Complete Algorithm

To escape the NP-hardness of the problem, one has to cleverly select the regions
which one explores. Note that the decision boundary between two classes con-
strained to a linear region is the solution of an underdetermined linear equation
system (mapping from a high dimensional to a low dimensional space). The solu-
tion will be an affine set in this linear region and will continuously extend to affine
sets in other linear regions where it hits the region boundary. This is still valid if
we later look at the preimage instead of the decision boundary. However, as Croce
and Hein [17] pointed out, it is inefficient to compute neighboring regions exactly
as many constraints are active at the solutions, meaning many regions would have
to be checked. Hence, a local random sampling method is chosen: Around the cur-
rent best point, a direction is sampled with bias towards x0. Then a distance is
sampled separately from a uniform distribution and further raised to the power of
γ = 9, skewing it heavily towards short distances. Neither in the original, nor in
our adapted problem is the algorithm sensitive to the exact factor of γ. For further
details see [22].
This sampling strategy means that the algorithm needs a feasible starting point:

Only when you already start at a viable region is there a high chance that neigh-
boring regions will contain closer feasible points. To achieve this Croce et al. choose
x’s nearest neighbors from the classes that x is most likely classified as, except for
the true one. Then a line search is conducted between x and these candidates to
find the closest input to x that is misclassified.
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Putting all the parts together, given an input image x0 and a valid starting point,
the algorithm consists of a loop over three main steps: 1) Sampling a new region,
and, if this region has not been checked before, 2) computing the linear region
constraints and solving the quadratic problem, and 3) accepting or discarding the
solvers solution, by checking whether the primal solution really is misclassified.

3.2.2. Adaptations to the Algorithm

While the second step is nearly identical to [22], except for a change in the type of
constraints, the first and third step were adapted to better solve (3.1).

Constraints

First, the misclassification constraints have to be replaced by the preimage con-
straints. To let the feature of x at layer l be equal to the ones of a target xt we
have

V (:l)x+ v(:l) − f (:l)(xt) = 0 (3.61)

⇔

V
(:l)x+ v(:l) − f (:l)(xt) ≤ 0

V (:l)x+ v(:l) − f (:l)(xt) ≥ 0
(3.62)

where V (:l) and v(:l) define the affine restriction in the region around x. The splitting
is done to transform the equality in inequality constraints. To solve the quadratic
problem one has to calculate

Az =
 V
−V

 z and zA = z

 V
−V

 =
n/2∑
i

(xi − xi+n/2)Vi , (3.63)

containing only Jacobian-vector- and vector-Jacobian products, respectively, thus
allowing to compute these quantities with one forward and one backward pass.

Accepting Region Solutions

Croce et al. [22] accept a solution if it is closer than the previous best and in-
deed is an adversarial example. It does not matter that many of the linear region
constraints are violated for the solver’s solution. The argmax constraint is a single
inequality constraint per class and, since the network is continuous, chances are high
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the solution will still be an adversarial example although it actually lies in nearby
regions.
This looks very different for equality constraints: In theory we want to obtain

the exact same logits. Every broken constraint brings us further away from this
goal. Compared to the binary scenario in [22], the quality of our solutions lies on
a continuous spectrum. In scenarios where it is necessary to classify an attack as
either successful or not, an arbitrary threshold in feature space distance has to be
chosen.

Sampling New Regions

Given the current region and a solution proposed by the solver, we have to select
a new point and its corresponding region. As described above, Croce et al. [22]
randomly select a new point around the current best. This can be seen as making a
step into the direction of the solver’s last valid solution with a step length exactly as
long as the distance to the solution, and adding randomness to it. We change this
approach in three regards: Step length, adaptive jumping and random sampling.

Step length In the original attack, if the solver does not find a solution, a new
region is randomly sampled around the old best. One key insight of our adaptations
is that the solver solution contains information about the problem’s solution even if
the solver does not find an accepted solution in the current region.
Even if many linear region constraints are violated, the solver moves in directions

were the violation of the constraints is lower than at the starting point. While
the solution is not in the same linear region it will likely be in a region where the
constraints are easier to fulfill.
Instead of discarding these solutions, we choose a threshold in the solver’s maxi-

mum constraint violation or the feature distance to xt of the proposed solution to
determine step size. The larger the linear region constraint violations, the farther
away its proposed solution can be from the current point. If the solver converged
below the threshold, a solution in the selected region or a neighboring one has been
found and we directly step to the solution for our next region. If the solution is far
away, the linear region approximation might only contain very inaccurate informa-
tion about a good starting point and it is wise to take smaller steps in that direction.
Because of the varying distance, the proposed solutions are normalized, then scaled
by a fixed step size of 0.1. We call this derivative of LRA, directed LRA or dLRA.
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Adaptive jumping At the beginning of experiments with the original LRA in this
new setting, the solver sometimes gets stuck for a large number of regions, always
randomly selecting regions around the same current best, unable to find a new
solution in the old’s vicinity. To solve this problem the threshold of accepting new
solutions is decoupled from the threshold for making the full step towards the solver’s
solution. Instead of a fixed threshold, the threshold is multiplied by a constant > 1
each time the solver does not find a new solution and by a constant < 1 if it finds
one (similar to the mechanics of the step size in simple line search). The threshold
is kept in a certain interval to not grow too small or large.
There is a tradeoff in setting these bounds: If one allows larger thresholds and

more liberally accepts solutions as new starting points, one makes bigger steps,
moving faster towards x0, reducing the amount of regions one needs to sample.
However, when too big a step was made, a region too close to x0 might be selected
which it is very unlikely to move out of in the LRA approach and costs additional
iterations in the dLRA approach. If one allows very small thresholds, progress slows
down, similar to a too small learning rate.

Random sampling Finally, we are presented with an exploration-exploitation trade-
off: The original attack always samples randomly, with a bias towards x0 around
the current best. Starting with the candidate for the next region xnext – either the
previous solution or a step in that direction in dLRA if the solver did not converge
– we compare four different strategies for random sampling around xnext:

• Exploit: Always use xnext, without any randomness. This only works in
dLRA. If in LRA one region does not contain an accepted solution, random
sampling is necessary to escape an infinite loop in the same region.

• Exploit if not converged: Add random direction if the solver converged to
explore the region around solution, while exploiting the solver’s direction in
regions where no solution was found. Due to the same reason as above, this
only works for dLRA.

• Explore if not converged: Only add a random vector when no new solution
was found. This solves the problems of LRA in the previous scenarios. And
lastly,

• Explore: Always add random noise. This is the standard mode used in [22].
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Selection of Starting Point

In most cases throughout this thesis, we use one of two starting points, either the
feature target xt or the guide image x0. The first case is similar to Croce et al.:
We know that xt is a feasible point to the optimization problem (3.1). However,
compared to Croce et al. [22], where the starting point adversarial example is already
close to x0, in our case it is very far away. This makes it necessary to explore
many different regions during optimization. Starting at x0 on the other hand is
not possible with the classical LRA, but dLRA manages to move in directions with
lower violation, away from x0 until the solver converges.

Setting Logits Directly

Instead of providing an image xt which’s features should be matched, arbitrary logits
can be set without knowing a corresponding member of their preimage. To set the
bound for the dual of the solver as tight as possible, one needs to define an initial
best image. Since we don’t know any image with these logits, we choose the image
in the corner of the Rn-cube that is farthest away from x0.

The different options with a high-level structure of the attack are shown in a
flowchart in figure 3.5. A detailed analysis of all the adaptations will be provided
in section 4.2.
The implementation of the attack is based on the publicly available code1 from

Croce et al. [22].

3.2.3. Comparison to other Attacks

Although in practice PGD and LRA provide very similar solutions, they solve dif-
ferent optimization problems. Whereas Sabour et al. [111] minimize the feature
distance while constraining distance in input space (see equation (3.2)), we mini-
mize the distance in input space while constraining the logits to be the same. To
our knowledge, LRA is the first attack to solve this optimization problem, (3.1) for
the class of feed-forward ReLU neural networks. It generalizes and improves the
approach by Jacobsen et al. [63] in two ways: First, it guarantees to generate real
images within the d-dim unit cube, which [63] cannot guarantee. As reported in sec-
tion 2.3.3, we found that in practice images always leave the box in some dimension.

1https://github.com/jonasrauber/linear-region-attack
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Figure 3.5.: Flowchart of the different algorithmic choices for the LRA attack. The
different variants introduced above are shown in green. For decisions,
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Secondly, our approach works not only for bijective nets, which are currently not
widely used for classification tasks, but generalizes to typically used architectures
like ResNets. However, one drawback of our attack is its long runtime, while [63]
approach only takes one backward pass through the network.
In general, benefits of the LRA for sensitivity-based adversarials transfer to this

new setting: The attack is very insensitive to its hyperparameters, like the number
of rows in the normalizer or even the region sampling mechanism. More in-depth
analysis can be found in section 4.2. In contrast, we found that problem (3.2)
was very sensitive to many variants and hyperparameters of the PGD, with flat
gradients and stagnating at suboptimal local minima, as discussed in more detail
in the next section 3.3. Similar sensitivity of PGD to hyperparameters is reported
in other settings [90]. As the LRA solves the optimization exactly in each linear
region without the need for gradients, it is immune to this sensitivity, but secondly,
also to gradient obfuscation, which is a very common reason for overestimation of
sensitivity robustness [14, 128].

3.3. PGD Attack on Logits

The general framework in equation (3.2) was first proposed by Sabour et al. [111],
who solve this problem using l-BFGS-b and focus on feature closeness in earlier
layers, not the logits. The main difference to this approach is in the framing: While
Sabour et al. [111] were interested in small perturbations that change the class label
and are closer to the target than to the reference in feature space, we choose looser
constraints in order to find very small minima.
Jacobsen et al. [63] solve problem (3.2) with simple gradient descent, minimizing

the mean squared error loss over the logits using Adam [69]. This will be our baseline
in section 4.2.6. The problem with this attack is, that while it converges well, there
is no incentive to stay close to x0. Adding an MSE between the solution and x0 in
input space as a second loss term and decreasing its weight over time did only slow
the minimization; achieved feature distances corresponded to the same input space
distances as without the loss.
To solve optimization problems with an lp-bound constraint, in the context of

adversarial examples PGD (introduced in section 2.3.1) is typically used [81]. Our
problem of finding the same logits is much more difficult to optimize than finding
the same argmax, replacing each inequality constraint with an equality one, hence
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require much more PGD steps. However, PGD with constant step size (optionally
with momentum) leads to suboptimal minima with the loss plateauing at higher
levels than achieved by Adam, even for larger bounds. We found that introducing
a backtracking line search mitigates this problem.

Backtracking Line Search

Minimization problems are typically solved using two iterated steps, finding a de-
scent direction and determining a step size along that direction. For the descent
direction the negative gradient as explained in section 2.1 is used. Ideally, to take as
few iterations as possible, we would want to choose the step size that minimizes our
function f along that direction. However, there is a tradeoff between solving this
optimization problem exactly (or very accurately) and taking much more steps with
an inaccurate solution. In the often used extreme case, one uses a fixed step size,
sometimes decreasing it by a constant factor after a certain number of iterations, to
avoid overshooting the minimum.
Backtracking line search [11, 71] is a scheme to find a step size that decreases the

objective by a sufficient amount: Given a direction d and an initial step size t, we
decrease t by a factor β < 1 until the condition f(x + td) − f(x) < αt∇f(x)d is
met. This means that we decrease the step size until the proposed step size reduces
f more than a certain percentage α of the decrease expected by linear interpolation.
Since the linear approximation becomes more accurate the smaller the step, after
enough multiplications with β, the condition will become true.
In practice we choose α = β = 0.5. As the descent direction d we choose the

normalized negative gradient. The PGD is run for a maximum of 10,000 steps,
terminating if the loss does not improve for 100 consecutive steps. The maximum
number of steps is rarely used. We start with a maximum step size of t = 100;
this value is adjusted every 1,000 steps to be 256 times the average over the last
1,000 chosen step sizes, which in practice reduces computation without a tradeoff in
performance.

Binary Search

Problem (3.2) still has one additional parameter compared to problem (3.1): The
maximally allowed distance in input space δ which is exactly what the second prob-
lem is minimizing. Hence, a meta-optimization scheme over δ is needed. We use
a simple binary search that starts at the midpoint distance between x0 and xt. If
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the achieved feature distance falls below a certain limit, the optimization is stopped
and a smaller radius tried until a certain threshold in accuracy of the radius δ is
attained.

Runs are started at a randomly sampled point within the PGD l2-ball. This leads
to improved convergence over starting at x0. The PGD is done with maximal 5
restarts. In the binary search, to save runtime, restarts are only attempted if the
solution of the previous run came within two orders of magnitude of the binary
search limit for the feature distance. In this setting restarts are particularly im-
portant, as a false decision early on in the binary search will lead to very different
results. Contrary to the observation in [81], we find that restarts can lead to very
different loss values in a few cases. This could be due to gradient masking or other
modifications of the loss landscape that make optimization difficult, in accordance
to the findings of [90].

If the projection constraint is not active at the found solution but the feature
distance limit was undershot, the new upper limit of the binary search is set to the
actual distance of the solution.

If not stated otherwise, we use a limit for the binary search accuracy of 0.01,
meaning that the final l2-distance in input space is determined with this accuracy.

Choosing a threshold for the feature distance The threshold for the MSE in
logit space below which the PGD counts as successful is an arbitrary free parameter,
which makes comparison to LRA – which solves a different problem and does not
have this degree of freedom – difficult.

In practice, however, we find that the exact value of this limit is not very impor-
tant: In figure 3.6, we see the intermediate feature distances of binary search at the
different input space distances for 4 different runs. What we observe is that for most
of the distances the solver reaches the threshold of 1 · 10−7. When this is no longer
possible, the increase in feature distance is steep, almost like a step function. The
last upper and lower bound of the binary search are multiple orders of magnitude
apart in feature MSE. Hence, small differences in the feature space limit will in most
cases result in small differences in the achieved input space distance.
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Figure 3.6.: Intermediate results of the binary search for different runs. At the
point where the targeted feature distance cannot be reached anymore it
increases rapidly.

3.4. Parameterization of Preimage

In this section we choose a different approach to describe the preimage: Instead
of describing the preimage exactly in terms of polytopes as in 3.1, we describe the
preimages of one single point. Then we can choose a parameterization such that
parameters from an unconstrained space Rd always map into the preimage and are
able to reach every point. If this parameterization is differentiable with respect
to the parameters, we can solve optimization problems within the preimage in an
unconstrained way.
This is interesting because for larger networks constraining an optimization prob-

lem to the preimage is very costly, which is why the surrogate problem of (3.2) is
solved via PGD. Unconstrained problems are considerably easier to optimize.
To find this parameterization, first the preimage of a general affine layer is derived.

Then activation functions and multilayer networks are discussed.

3.4.1. Preimage Parameterization of Affine Map

First, we want to parameterize the preimage of a single affine neural network layer.
The preimage of a single point y under the affine map h(x) = Wx+ b, W ∈ Rm×n,
is defined as Cy := {x | Wx + b = y}. What we want to find is a parameterization
g(v; y) such that for a given y and for each x ∈ Cy there exists a v such that
g(v; y) = x and for all v ∈ Rn g(v; y) ∈ Cy. The main result is presented in theorem
3.4.5. In the following, preliminary results and definitions to arrive at that main
theorem are shown. These can be skipped without loss of understanding.
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First, it is useful to look at the solution of a system of linear equations:

Lemma 3.4.1. Let xi s.t. Wxi = y, kerW = {x | Wx = 0} the nullspace of the
map. Then the solution to Wx = y is given by x = xi + kerA the sum of a special
solution to the inhomogeneous problem plus the general solution to the homogeneous
problem.

Proof. Let xh ∈ kerW . Then W (xi + xh) = y + 0 = y a solution of the problem.
Now, let x ∈ Cy a solution. Then x = xi+(x−xi). Applying the matrix: Wx = y =
Wxi + W (x − xi) = y + W (x − xi). Hence, x − xi is in kerW and every arbitrary
solution can be written as xi plus one element from the nullspace of W .

Hence, to compute the solution of the linear system, one needs a way to invert W
to find a special solution and a way to parameterize the kernel of W for the general
homogeneous solution. Let’s start with the former problem:
In general, W will not be square and therefore not invertible. However, weight

matrices can be assumed to have full rank. This is not a strong constraint as the
Lebesgue measure of low rank matrices is zero [95]. If optimization would stop at
such matrices, small perturbations would make them full rank while most likely not
changing classification. This allows us to define left and right inverse depending on
whether the matrix maps to a higher- or lower-dimensional space:

Lemma 3.4.2. IfW has full row rank, then it has a right inverseW † = W>(WW>)−1;
if W has full column rank, then it has a left inverse W † = (W>W )−1W>.

Proof. First, the inverses of WW> and W>W , respectively, exist per lemma 3.4.3
below. Computing WW † = 1 and W †W = 1 shows the result.

Note that these are both special cases of the Moore-Penrose inverse W †.

Lemma 3.4.3. Let W ∈ Rm×n. Then rank(W ) = rank(W>W ).

Proof. im(W>W ) = {W>Wx | x ∈ Rn} = {W>y | y ∈ im(W )}. Applying theorem
3.4.4 below, ker(W>) ∩ im(W ) = {0}, hence im(W>W ) has the same dimension as
im(W ), resulting in equal ranks.

Theorem 3.4.4 (Fundamental theorem of linear algebra [123]). Let W ∈ Rm×n.
Then

1. in Rn, ker(W ) = (im(W>))⊥,
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2. in Rm, ker(W>) = (im(W ))⊥.

We have now all the necessary prerequisites to parameterize the preimage of an
affine map:

Theorem 3.4.5 (Parameterized preimage of an affine map). Let h : Rn → Rm, h(x) =
Wx+ b. W has full rank min(n,m). Then, the preimage of y under h is given by

Case 1: n < m. x = (W>W )−1W>(y ∩ range(h)− b)

Case 2: n ≥ m. x = W>(WW>)−1(y − b) + kerW

Proof. Case 1: If y ∈ range(h), then there exists a unique solution to h(x) = y:

Wx = y − b

W>Wx = W>(y − b)
x = (W>W )−1W>(y − b) ,

where in the last step lemma 3.4.3 was used to guarantee invertibility. This
is the left inverse from lemma 3.4.2. Hence, h−1(y) = (W>W )−1W>(y ∩
range(h)− b).

Case 2: Per lemma 3.4.1, one needs to compute one special solution: Using the
right inverse from lemma 3.4.2 one sees that x = W>(WW>)−1(y − b) is a
solution. For the general solution the nullspace is added.

Remark. In case 2, sinceW is surjective, the intersection with range(h) is the identity
(as seen in lemma 3.1.1). In case 1, W is injective and the kernel is trivial. Using
the appropriate pseudoinverse from lemma 3.4.2, both cases can be joined together
to

x = W †(y ∩ range(h)− b) + kerW . (3.64)

To obtain a proper parameterization of the preimage, one still needs to find a
parameterization for kerW . There are two different ways to do this. First, recall
the complete solution of a linear equation system from [66]:

Proposition 3.4.6. Let W ∈ Rm×n. If a solution exists, the complete set of solu-
tions to Wx = b is given by x = W †b+ (1−W †W )v for all v ∈ Rn.
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Proof. If there exists a solution z, thenWz = b. Hence, WW †Wz = b asWW †W =
W (a property of the pseudoinverse) and following WW †b = b. We see that W †b is
a solution. So it remains to show that (1−W †W )v is in ker(W ) for all v ∈ Rn. Let
k = (1−W †W )v, then

Wk = W (1−W †W )v = (W −WW †W )v = (W −W )v = 0 ,

showing that k is in the kernel of W . Conversely, let k ∈ ker(W ). Then

(1−W †W )k = (k −W †Wk) = (k −W †0) = k ,

each vector from the kernel can be written in the form (1−W †W )v.

From this proof it follows that (1 −W †W ) is a projection onto the nullspace of
W . Hence kerW = {(1−W †W )v | v ∈ Rn}.

This is an overparameterization: In principle, by the rank-nullity theorem, the
dimension of the kernel in each layer will only be the dimension of the input space n
minus the dimensions of the image ofW , m, resulting in n−m parameters instead of
n. This can be achieved by computing basis vectors of the kernel of W , for example
using SVD as shown in lemma 3.4.7, and adding parameters for linear combination of
these. Accumulated over the network, instead of using ∑L

k=1 nk−1 parameters equal
to the number of hidden units, one only needs n0−nL, the difference between input
and output variables, which is the same number of parameters as in the bijective
network case of Jacobsen et al. (more below).

Lemma 3.4.7 (Nullspace of linear map). Let W ∈ Rm×n with a singular value
decomposition W = UDV > and rank r. Then, the columns (r+ 1), . . . , n of V span
the nullspace of W .

Proof. As U invertible, kerW = ker(DV >). Further, asD = diag(σ1, . . . , σr, 0, . . . , 0),
kerD = {x | xk = 0 for k = 0, . . . , r}. The elements that are mapped into this ker-
nel by V > are kerW = {x | V >x ∈ kerD} = {V x | x ∈ kerD} = {V x | xk =
0 for k = 0, . . . , r}, where the second equality holds due to orthogonality of V . This
is exactly the span of the last n− r column vectors of V .
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3.4.2. Multilayer Network

In this section we only discuss the networks described in definition 2.1.1 without
residual connections, with the additional restriction that activation functions σ(k)

have to be invertible. In practice, this is only a minor constraint as leaky ReLU
typically performs on par with ReLU [52, 80].
Let f be a multilayer network as defined in def. 2.1.1. As shown in theorem 3.4.5,

the preimage of layer f (k) is given by

f (k)−1(y) = {σ−1
[
W †(y ∩ range(f (k))− b) + (1nk−1 −W †W )v(k)

]
: v(k) ∈ Rnk−1} ,

(3.65)
where the superscripts of σ(k) and W (k) are omitted for clarity. The projection of
the kernel can also be replaced with a linear combination of kernel vectors. For the
entire network, the preimage of a single point is just the composition of the preimage
of all layers

f−1(y) = f (1)−1 ◦ f (2)−1 ◦ · · · f (L)−1(y) . (3.66)

The vectors v(k) can now be seen as parameters for arbitrary elements of the preim-
age, which can be optimized to solve problem 3.1.

Intersection with range Range intersections are necessary if the layer whose
preimage is computed is not surjective, for affine layers, that is if they map into
a higher-dimensional space. A problem when using the parameterization to solve
optimization problems is that the affine subspace in the higher-dimensional space has
measure zero, thus will not be hit by the preimage parameterization of the next layer.
To solve this problem, in such cases instead of parameterizing a projection only on
the kernel, one parameterizes a projection onto the intersection kerW (k)∩ImW (k−1).

Problems with non-invertible activation functions Looking at equation (3.65),
one can see why invertible activation functions are desirable: They just add a sin-
gle scalar function evaluation for each component, without creating the need for
additional parameterization. In principle, one could use non-bijective activation
functions: If surjectivity is violated, one needs to add an intersection with rangeσ,
similar to what happens in theorem 3.4.5 ifW is not surjective. In the case of ReLU,
one would intersect with Rnk−1

≥0 . If the activation violates injectivity one needs to add
additional parameters v that parameterize the degree of freedom in its preimage.
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For the ReLU function such a parameterization might look like

ReLU−1 : Rn × Rn → Rn (3.67)

ReLU−1(y) =

∅ ∃yi : yi < 0

{(1R≥0(yi)yi − 10(yi)|vi|)i=1,...,n | v ∈ Rn} else ,
(3.68)

where 1C is the indicator function on set C. Compared with the case of affine func-
tions this has one problem: This function is not continuous and differentiable in yi.
But since yi is determined by a later layer, we loose continuity and differentiabil-
ity w.r.t. the parameter space, excluding most optimization methods. Additionally,
the set of points where yi = 0, where the parameters vi influence the function’s
value, has measure zero, making it unlikely one will ever move to these points of the
preimage.

Constraints in input space Similar to [63], in this parameter space it is not trivial
to formulate the box constraint for the preimage. However, this constraint can be
added into the objective: Preliminary experiments show that an additional loss term

Lbox = ||ReLU(−f−1(y))||22 + ||ReLU(f−1(y)− 1)||22 (3.69)

achieves good results. This loss is exactly zero if the preimage is in the box, and
scales with the norm of the violation if it leaves it.

Comparison to Jacobsen et al. [63] This method can be seen as an extension of
the approach of Jacobsen et al. [63] from bijective networks to non-invertible ones.
In the bijective case we get a one to one mapping from output space to input space.
All the parameterization happens in the output layer: Necessarily, a bijective net
has to preserve the number of dimensions of the input. Output units are then split
in two sets, semantic variables which are interpreted as logits, and the nuisance vari-
ables, that reflect properties of the input not important for the task. These nuisance
variables parameterize the preimage for fixed logits. In our case, if the network is
not bijective, information loss happens at every layer that is not injective, ReLU
activations, or affine maps to a lower-dimensional space, so that many layers need
parameters to parameterize the preimage.

Up to this point, only preliminary experiments have been performed with this
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Figure 3.7.: Left: Examples for each class from the MNIST test set. Right: Exam-
ples for each class from the SVHN test set.

method. The main focus of this work lies on the linear region attack to find failure
cases in neural networks. Results for this attack are beyond the scope of this thesis
and are left for future work.

3.5. Datasets

In the experimental section 4, the proposed methods, different neural network mod-
els and training approaches are evaluated with regard to their robustness against
invariance-based adversarial attacks. This is done using some of the most common
computer vision datasets which are briefly presented below.

3.5.1. MNIST

The MNIST dataset, introduced 1998 by LeCun [77], contains 28x28 greyscale im-
ages of handwritten digits from 0 to 9, that are split into 60,000 training and 10,000
test images. A few example images from the MNIST test set are shown in figure 3.7
(left).
While not perfectly equally distributed, the number of training and test images

per class is around 6,000 and 1,000, respectively. Although the images are greyscale
in a range of [0, 255], the distribution of pixel values peaks sharply around both
extrema. A histogram of all pixel values in the MNIST test set is shown in figure
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Figure 3.8.: Distribution of greyscale values of all pixels in the MNIST test dataset.
The dataset is almost binary, with most pixels being black, making it
vulnerable to invariance attacks that use grayscale values.

3.8. This high contrast with clear boundaries and single centered motives make
the MNIST dataset popular as a toy dataset and proof of concept for new machine
learning algorithms, but also makes it vulnerable to adversarial attacks that exploit
this imbalance in the dataset. In all following experiments the pixel values are scaled
to a range of [0, 1].

3.5.2. SVHN

SVHN [92] can be seen as a real-world version of MNIST, consisting of over 70,000
training and 20,000 testing color images of house numbers from Google Streetview.
The images are slightly bigger than MNIST’s with a spatial resolution of 32x32.
Random examples are shown in figure 3.7 (right).

3.5.3. CIFAR-10 and CIFAR-100

The next step in direction of real world images, away from digits, are CIFAR-10
and CIFAR-100 [72], two subsets from the 80 million tiny images dataset. They
consist of color images with a resolution of 32x32 pixels. Each image in CIFAR-10
depicts one of 10 mutually exclusive classes: airplane, automobile, bird, cat, deer,
dog, frog, horse, ship or truck. A few images for each class are shown in figure 3.9
(left). There are 60,000 images, split into 50,000 for training and 10,000 for testing,
with 6,000 for each class.
The CIFAR-100 dataset contains 100 classes (without overlap to CIFAR-10’s)

with 600 images each. In figure 3.9 (right), one random example for each class from
the dataset is shown. In the context of this work, CIFAR-100 is mostly used as an
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Figure 3.9.: Ten examples for each class of the CIFAR-10 test set (left) and one
example image for each class from the CIFAR-100 test set (right).

out-distribution for CIFAR-10 images. Due to their small resolution, the CIFAR
datasets are a good stepping stone towards natural images, without the need for
huge resources or long compute time.

3.5.4. (Restricted) ImageNet

Increasing computational power allowed to move to more real world images, leading
to the introduction of ImageNet by Deng et al. [25] in 2009. The idea behind image
net is to illustrate WordNet, a hierarchical graph of nouns (or noun phrases) of the
English language, with synonym sets (or synsets) of images. Currently there are
over 14 million images in 21,841 synsets. While ImageNet aims to provide about
1,000 images for each synset, the dataset is heavily imbalanced. That is why a
more balanced 1,000 class subset, the ILSVRC2012, was created as a classification
benchmark [110].

However, compared to the previously presented datasets with ten classes each,
training models with high accuracy on this task is challenging and costly. As ad-
versarial training (see 2.3.2) increases this computational cost further, Tsipras et al.
[129] reduced the dataset further to Restricted ImageNet. The same argument ap-
plies to the linear region attack, which gets vastly more costly with increased network
size. Restricted ImageNet is a subset of ImageNet with 9 classes that each include a
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Figure 3.10.: Left: One example image for each class from the restricted ImageNet
dataset. Right: Example image pairs from the TLL dataset. Left and
right image are deemed similar by humans.

range of original ImageNet classes that are semantically similar, like different breeds
of dogs. The nine classes are dog, cat, frog, turtle, bird, primate, fish, crab and
insect. For more information about which specific ImageNet classes are joined into
these supersets see Tsipras et al. [129].
All images are center-cropped and resized to 224x224 pixels. Example images are

shown in figure 3.10 (left).

3.5.5. Totally Looks Like (TLL)

The TLL dataset introduced by Rosenfeld et al. [107] is a dataset containing 6,016
image pairs from a meme website where users upload image pairs that they deem
similar. Similarity in the context of this dataset is often not trivial as the objects are
not from the same object class in the sense of the typical classification setting. Often
the similarity is based on shape, not on texture, which typically causes problems for
neural networks [40], and especially on similarity of objects and faces.
This dataset is not used for training, but only to evaluate how well perceptual

similarity metrics are aligned with humans in section 2.2. Example image tuples
can be seen in figure 3.10 (right). For more information see [107].
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In this section we show that state-of-the-art robust models still exhibit failure cases
outside of their trained ε-bound. We present images that are incorrectly classified by
the network, i.e. images that humans classify differently or assigned lower confidence
to.
We first introduce the models that are compared on the different datasets in

section 4.1. In section 4.2, we proceed to extensively test the adapted Linear Region
Attack and compare it with our PGD attack. Finally, in section 4.3, we test the
introduced models for failure cases using these attacks. We show that invariance
adversarial examples are found not only in the plain model, but that robust models
still exhibit failure cases, even if to a lesser extent. We show that these failure cases
appear equally around in- and out-distribution images (section 4.4) and conclude
that they occur densely in input space. This is confirmed in section 4.5 by finding
dense paths between images on which the logits do not change.

4.1. Models
All of the models used in the following experiments are trained for classification tasks
either on CIFAR-10 or Restricted ImageNet, presented in more detail in section 3.5.

CIFAR-10

On CIFAR-10 we compare two architectures trained with different methods and
defenses that were introduced in section 2.3.2.

FAB models First, a small convolutional model from Croce and Hein [19] is used:
The architecture consists of 8 convolutional layers, ranging from 92 filters in the first
to 384 filters in the last layer, followed by 2 dense layers with output sizes 1,200 and
10, respectively. All filters have a size of 3× 3. Layer 3, 6 and 8 use a stride of 2 in
height as well as width to reduce dimensionality.
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We compare three different training settings: a plain model, and two adversarially
trained models, one trained with a bound of l2 = 0.5 (ATl2) and the other with a
bound of l∞ = 8/255 (ATl∞).

ResNet-18 Secondly, we use a ResNet-18 architecture [53]. On this model we
compare 5 training variants: First, a plainly trained model (plain); secondly, two
adversarially trained models with l2 = 0.25 (AT0.25 and l2 = 0.5 (AT0.5) from Au-
gustin et al. [5] to evaluate how classical adversarial robustness performs in this
new setting; thirdly, the ACET model which reduces overconfidence on the out-
distribution and lastly the RATIO model that does adversarial training on both
in- and out-distribution with l2 = 0.5 [5]. All models are trained with the same
hyperparameters, ensuring a fair comparison. While Augustin et al. use ResNet-50
for their CIFAR-10 experiments, we use a ResNet-18 version that was trained in the
same way.1

Restricted ImageNet

On Restricted ImageNet we compare 6 different training variants on the same
ResNet-50 [53] architecture trained by Augustin et al. [5]: First, we use a plain
model, followed by two adversarially trained models AT1.75 and AT3.5. Next we use
a CEDA model (introduced in 2.3.2) that is trained on the out-distribution, and
lastly the joint RATIO models RATIO1.75 and RATIO3.5.

In the following table 4.1 the clean accuracy and robust accuracy to sensitivity
based attacks are presented for later reference when comparing with invariance ro-
bustness. Results for the FAB models are taken from [19], for Restricted ImageNet
models from [5]. The CIFAR-10 models were evaluated in the same way as the
Restricted ImageNet models. Note that the RATIO model with the larger l2 bound
is the most robust model in attacks on the in-distribution, too.

4.2. Evaluation of the Adapted Linear Region Attack

In the following section, the behavior of the adapted linear region attack and the
influence of different hyperparameters will be analyzed.

1The models were provided by the authors for the purpose of this evaluation.
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Table 4.1.: Clean and robust accuracy of the introduced ResNet models [5, 19] in
percent. Robust accuracy on the plain FAB model is reported for l2 =
0.4.

ResNet-18 FAB
CIFAR-10 plain AT0.25 AT0.5 ACET R0.5 plain ATl2 ATl∞

Acc. ↑ 95.0 92.4 88.7 87.9 87.9 89.2 81.2 79.4
R. Acc.0.5 ↑ 0.0 63.3 68.8 52.3 70.0 (8.0) 47.8 48.0
R. ImageNet plain AT1.75 AT3.5 CEDA R1.75 R3.5
Acc. ↑ 97.3 95.5 93.5 97.2 95.5 93.9
R. Acc.3.5 ↑ 0.0 36.7 47.7 0.0 43.0 49.2

4.2.1. Selecting the Final Solution

Before comparing different variations of the attack, one needs a way of selecting the
best or final solution from the solutions to each region. There are different options
for doing that: First, one can just select the last region that is accepted, i.e. the
last region (which is the one closest to x0) that achieves a distance to xt in feature
space below a certain threshold. Secondly, one could use the region that achieves
the minimum distance to xt in feature space. Perhaps surprisingly, these regions
are usually close to each other, as with progressing regions, the constraints become
easier to fulfill as shown later in section 4.2.4. Both of these have the drawback that
solver convergence speed varies between different regions, so feature closeness might
not be the best criterion if the number of iterations is small. Alternatively, one can
select the last region where the solver runs the full number of iterations.

4.2.2. Influence of Number of Iterations

When generating images for qualitative analysis, we usually need only a few images
and it makes sense to run the LRA on a large number of iterations for the best
results. When computing results for statistical analysis, however, runtime of the
LRA becomes a bottleneck. Hence, an interesting question to ask is how strongly
results will diverge, if intermediate regions are only approximately solved.
To test this, we run experiments with 100, 500, 1,000, 2,500, 5,000 and 10,000

iterations for different combinations of models, starting points (x0 or xt) and two
image pairs. To keep the runtime low, the small plain and l2-adversarially trained
model from Croce and Hein [19] are used. All experiments are run with adaptive
jumping and the exploit strategy (see section 3.2.2), without randomness when
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Figure 4.1.: Final distance to x0 in input space and to xt in feature space for different
numbers of solver iterations. Mean, minimal and maximal distance over
all runs are displayed. After 1000 iterations, additional iterations show
diminishing returns.

searching for new regions, to make results better comparable.

All runs are executed over 1,000 regions, although the final solution is in most
cases achieved before region 600 in case of starting at xt and 400 in case of starting
at x0. Using 1,000 regions ensures that the number of regions does not restrict the
final result and only slightly increases runtime as the solver aborts in those regions
after a few iterations. The region with the best convergence (smallest distance to xt
in feature space) is selected for each run and rerun with the full 10,000 iterations to
ensure fair comparison. The final distances in input and feature space are displayed
in figure 4.1.

While the mean final distance in input space is lowest for 5000 iterations, the run
with 10,000 iterations achieves the minimal minimum and the minimal maximum.
The explanatory power of this data is limited due to the small number of runs
(23 = 8). What is clear, however, is that 100 iterations are not enough to achieve
good results, while for over 1,000 iterations returns diminish: If we look at the
number of iterations after which the solver terminates in case of the maximum
10,000 iterations, we see that the solver typically either terminates early or runs
the full number of iterations, as shown in figure 4.2. This is because either one of
the termination criteria is triggered (like if the dual is too high) or it converges,
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Figure 4.2.: top: Number of iterations until solver terminates for the 8 runs with
maximum 10,000 iterations. In almost all cases the solver either ter-
minates before 1,000 iterations or runs for the full 10,000 iterations.
bottom: The MSE in feature space for each region vs. the number of
iterations the solver ran in that region: While the speed of convergence
varies between regions (big range for 10,000 iterations), two clusters are
clearly visible, dividing the regions into feasible and infeasible ones.

but convergence speed within a single region declines with number of iterations,
leading to similar results with 1,000 or 10,000 iterations. Hence, in the quantitative
evaluation in section 4.3 1,000 iterations will be used.
Additionally, we show the results of one of the runs visually in figure 4.3: One can

see that for the plain model (top row) all attacks converge on an image that looks
close to the input space target x0. Looking closely, one can see the antler features
in the images get more subtle with increasing iterations. For the l2-robust model,
all attacks except for the one with 100 iterations converge to a solution close to x0.
The image shown at 100 iterations is the feature target xt. Here, the improvement
with increasing iterations is more visible, with some purple distortions vanishing at
5000 iterations. Still, visibly, the results look similar for all but the run with 100
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x0 100 500 1000 2500 5000 10000

Figure 4.3.: Final results for different number of iterations. The top row shows ex-
amples from the plain FAB model while the second is the l2 adversarially
trained model, both for starting at x0 with adaptive jumping. All final
results are run for 10,000 iterations. The adversarially trained model
did not find a solution for 100 iterations. Instead xt is shown.

iterations per region.

4.2.3. Number of Regions

Next, the influence of various parameters on the number of regions that are needed
to explore until the final result is reached is analyzed. To do that, the previous runs
from the experiments with the number of iterations are reused.

Starting point Figure 4.4 (left) shows the number of regions until the final result
is achieved when starting at xt vs. starting at x0. When starting at x0, it takes a
few regions until the first converging region is found. After that, however, one is
already much closer as when covering the entire way from xt.

Robustness The influence of robustness on the number of regions is less clear: As
can be seen in figure 4.4 (right), while the l2-robust model needs more regions than
the plain one until the last region where the solver does not abort, it seems to find
the optimal solution faster measured by distance in feature space. These presented
results correspond only to 8 runs for each column, meaning that more research is
necessary to evaluate the influence of robustness on the number of regions needed.

Number of iterations Another interesting observation is the relationship between
number of iterations and number of regions until the final result is achieved. Figure
4.5 shows the number of regions until the final result is achieved depending on the
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Figure 4.4.: Median number of regions until final solution is reached for runs with
10,000 iterations. Starting points are compared on the left, whereas the
plain and the l2-robust model are compared on the right. The blue bar
shows the last region for which the solver ran for the maximum number
of iterations. The orange bar shows the region with the minimal distance
to xt in feature space. Error bars show the standard deviation.

number of iterations per region. Perhaps surprisingly, one finds that less iterations
improve convergence speed in the number of regions. We hypothesize that this has to
do with the point made in section 3.2.2 about the information contained in solutions
of the solver that are not accepted. Using fewer iterations, the solution still violates
many constraints and points into directions where the hardest constraints are easier
to fulfill. The same effect can also be seen in figure 4.6: On the left we see a run
for the plain model starting at x0. While the models with fewer iterations converge
faster, they reach a little higher minimal distances. On the right, a run for the
RATIO model starting at xt is shown. Both the more robust model and the distant
starting point decrease convergence speed such that the model with the maximum
of 10,000 iterations is not yet at the final distance to x0 after 1,000 regions.

4.2.4. Correlation between Number of Final Region and
Distance in Feature Space

In section 3.2 it was hypothesized that the solution of the solver, even if not feasi-
ble, contains information about promising directions to easier fulfill the constraints.
Now, we want to check that in practice. Figures 4.7 and 4.8 show the input space
distance to x0 and the MSE in logit space to xt for one image tuple run on the
plain ResNet-18 and the RATIO model (representative for the class of robust mod-
els) starting at x0 and xt, respectively. Attacks are run for 400 regions with 1,000
iterations each.

91



4. Experiments and Results

0 2000 4000 6000 8000 10000

iterations

0

250

500

750

1000

re
gi
on

s
un

til
so
lu
tio

n

Figure 4.5.: Median number of the region that contains the final solution for different
numbers of iterations used. The blue dots show the last region for
which the solver ran for the maximum number of iterations. The orange
dots show the region with the minimal distance to xt in feature space.
Error bars show the standard deviation. Fewer iterations lead to faster
convergence in terms of number of regions.
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maximum number of iterations on CIFAR-10 with ResNet-18 architec-
ture. Left: plain model starting at x0. Right: RATIO model starting
at xt. Y-axis in log scale.
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Figure 4.7.: Input space distance to x0 and MSE in logit space to xt over the course
of one attack starting at x0 for the plain (left) and the RATIO (right)
ResNet-18 models. The distance to x0 and the MSE loss are very well
aligned.

0 100 200 300 400

regions

0

5

10

15

||x
0
−
x
∗ ||

0 100 200 300 400

regions

5

10

15

||x
0
−
x
∗ ||

10−4

10−2

100

M
S

E
(f

(x
t
),
f

(x
∗ )

)

10−8

10−7

10−6

10−5

10−4

M
S

E
(f

(x
t
),
f

(x
∗ )

)

Figure 4.8.: Input space distance to x0 and MSE in logit space to x0 over the course
of one attack starting at xt for the plain (left) and the RATIO (right)
ResNet-18 models.
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In all four graphs we can see that progression in the regions leads to both, closer
input space and logit space distance. Especially when starting at x0 (fig. 4.7) they
coincide very well. For the RATIO model (right) one sees how the distance grows
over the first few regions, moving away form x0, then decreasing very slowly until
one region is found were the solver converges, after which we observe a very smooth
decaying decrease in input space distance. At some point, between 200 and 300
regions, the solver moves too close to x0 and logit distance starts to rise again.
Starting at xt (fig. 4.8) shows slightly different behavior: Since the first region

contains a feasible solution, the MSE in logit space already starts low, and decreases
further, until, similar to the runs starting at x0, the solver gets too close and distance
in feature space increases again.
The behavior for different image tuples and models is very similar to the one

shown in both figures. This means that, in practice, the region with the smallest
MSE to xt in logit space is very close to the closest region to x0 in input space. As
the objective gets minimized the constraint violation also decreases.
Additionally, we see that after a first solution is found, for a long interval almost

all regions reach small logit distances until the solution gets too close to x0. This
is even more the case for robust models like RATIO, whereas for the plain model
there are a few spikes where the solver did not find a solution in some regions. This
hints at the dense paths in input space on which the logits stay constant, that will
be shown in section 4.5.
It is important to mention that while the solver finds solutions with close feature

distances, typically, in all regions except the one around xt a few constraints remain
violated and the problem is only approximately solved.

4.2.5. Ablation Studies

Experimental setup To evaluate the adaptations made to the linear region attack
in section 3.2.2, different combinations of them are run and compared. All experi-
ments are executed on a ResNet-18 trained plainly and with RATIO, representative
of all robust methods as it contains adversarial training on in- and out-distribution.
Due to the computational cost of the LRA, this is only done for 5 pairs of x0 and xt,
including images from the CIFAR-10 in-distribution, CIFAR-100 out-distribution
and a plain colored out-distribution image. The different combinations are shown
in table 4.2. Not all possible combinations are listed: Starting at x0, for example,
is not possible without dLRA, as there most likely exists no feasible region directly
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4.2. Evaluation of the Adapted Linear Region Attack

around x0. Each attack is run over 1,000 regions with 10,000 iterations each.

Table 4.2.: Different configurations for ablation studies of the LRA attack
# Starting Point directed Step adaptive Jump Explore/Exploit
0

xt

T
T Mixed

1 Exploit
2 F Mixed
3 Exploit
4

F
T Mixed

5 Explore
6 F Mixed
7 Explore
8

x0 T
T Mixed

9 Exploit
10 F Mixed
11 Exploit

Results While there is no guarantee that the different factors of variation are in-
dependent, it is much clearer to look at the marginals for each factor first, averaging
over all the other factors.
Figure 4.9 shows the region-wise median over all runs of a particular category.

For the comparison of starting points variants 4-7 (as numbered in table 4.2) are
excluded for symmetry, because for starting at x0 there are no runs with the explore
strategy. For the same reason, comparison of the explore/exploit strategies and the
directed step excludes runs 8-11. To smooth the curves, a running average over 25
regions is applied.

Starting point and path dependency The top graph shows the differences be-
tween starting at x0 and starting at xt. One clearly sees that input distance starts
smaller and decreases faster when starting at x0, after an initial rise, away from x0.
Additionally, the minimum MSE in logit space is smaller and achieved after fewer
regions, at which point the input space distance is already smaller than for runs
starting at xt.
Further analysis shows that the success of approaches 8-11 starting at x0 (com-

pared to 0-3, which are the same, only starting at xt) varies among different image
tuples. One notices that starting at x0 leads to better final results if shape of the
salient objects on both images are very different. Starting at xt, regions converge
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Figure 4.9.: Evaluation of LRA adaptations via median l2-distance to x0 and feature
MSE to xt (thinner line) for 5 runs per variation in table 4.2. Each graph
is marginalized over all other attributes except for the one indicated in
the legend.96



4.2. Evaluation of the Adapted Linear Region Attack

from early on, leading to small incremental steps in the algorithm that creates a
path dependency on the starting image. This is shown in more detail in section
4.2.6. x0 creates arguably the best path dependency as it is our input space tar-
get. Additionally, the first regions take bigger steps moving in the direction of the
non-feasible solution of the solver.

Adaptive jumping As shown in the second graph of figure 4.9, adaptive jumping
has only little influence on the final results. In runs starting at x0 the first region
that is accepted by the solver is found earlier, as the jumping size increases. This is
noticeable by the earlier descent of the MSE in feature space. The achieved minima,
however, are similar. Conditioned on starting at x0, the benefit of adaptive jumping
becomes stronger: While the minimum in MSE is similar, at that point the runs
with adaptive jumping have already reached solutions closer to x0 in input space.

Step in direction of the solution While the distance to x0 in input space is nearly
identical, constraints on the logits are better fulfilled for the runs making steps into
the direction of the proposed solution, even if the solver did not find a feasible one.
Additionally, the solution comes closer to x0 as the solver finds feasible regions up
until later regions.

Explore and exploit strategy Similar to the previous paragraph, distance curves
to x0 look very similar for all strategies, while exploiting finds feasible regions longer
than the mixed strategy, which is better than always exploring.

In conclusion, all adaptations to the attack from Croce et al. [22] are beneficial.
Analysis of the variants on their own shows that indeed variant 9 leads to the best
results overall, while variant 1 is the best attack starting at xt.
In the rest of this chapter, unless stated otherwise we will use variant 9, and for

runs starting at xt variant 1 (which is the equivalent to 9 with the changed starting
points).

4.2.6. Comparison of Attacks

How to quantify invariance robustness? To evaluate robustness towards sensitivity-
based adversarial attacks, typically the accuracy of a model when attacked within a
certain ε-ball w.r.t. an lp-metric is used. This method has the important drawback
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that an arbitrary threshold has to be determined for the attack for each norm, which
biases the reported robustness. When evaluating invariance-based attacks this met-
ric makes even less sense: The distribution of successful perturbations depending on
ε looks very different for different defenses. To better capture this distribution in one
number, we follow Schott et al. [114] and provide the median successful perturbation
distance to x0.

How to compare attacks? For sensitivity adversarial examples it is straightfor-
ward to compare different attacks: One can either compute the median distance
for which the attack was successful or the success rate at a given ε. The difference
in our setting is that there are two continuous quantities, input distance to x0 and
feature distance to xt, instead of the second being just a binary value determining
whether the predicted class was changed.
This makes a fair comparison between the attacks more difficult: Both attacks

differ in how one controls both quantities. In PGD the maximum distance to x0

is a hard constraint (enforced by projection and varied via an outer binary search
loop) while the distance in feature space is minimized. For the LRA, on the other
hand, the first is optimized, while the second is in principle a hard constraint, which
however is not automatically satisfied by the QP solver. For the LRA attack, we
have no influence over the accuracy of our solution, except for letting it run for
more iterations, for which it, in theory, should converge up to numerical precision if
a solution exists in that region.
One solution to this problem is to define a bound in feature space, below which

images are said to be feature-identical. This bound then introduces new arbitrariness
into the comparison: As this bound is the success criterion in binary search for
PGD it influences the distance to x0 that this attack achieves. So it is important
to view comparisons between these attacks with a grain of salt. The main focus
of this section is to show that the adapted LRA works, for which this thresholded
comparison is sufficient.
In the end, the fundamental problem with evaluating robustness is that humans

are needed for evaluation. As we have seen, if we had a perceptual metric perfectly
aligned with humans, we would already have an error free classifier. We have also
seen in figure 2.6, that the same l2-perturbation can have very different effects on
human perceptual changes. That means that evaluating the invariance robustness
relies heavily on qualitative human evaluation and a lot of evaluation will be pre-
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sented in the form of images for the reader. This is important, for example, to
determine whether a perturbation looks random or produces subtle features of the
target’s class.

Experimental Setup

Baseline As a baseline for the comparison we use a simple unconstrained Adam
optimizer [69]. This is the same method used by Jacobsen et al. [63] to solve prob-
lem 3.2 for non-invertible nets. Empirically, Adam finds better minima faster than
different variants of gradient descent that we tried. While this method is able to find
solutions with very close feature distances, it typically runs away from x0 farther
than necessary. Example images are shown in figure 4.15 and will be discussed later.

In the following we compare this baseline with two variants of LRA, one starting
at xt and one starting at x0, and with the iterative binary search PGD attack
introduced in section 3.3. Both LRA attacks are run with 10,000 iterations for
1,000 regions using the exploit strategy and adaptive jumping.
The binary search limit for PGD is set to 5 · 10−8, which is above the maximal

feature distance achieved by LRA. All PGD attacks are run a second time using the
feature distance achieved on that particular example by LRA. This makes results
comparable, but biases the comparison in favor of LRA. Using these bounds only
slightly changes the results, but does not change the ordering of the quality of the
attacks, as hypothesized in section 3.3.
Adam is run until converged, specifically until there is no improvement for over

100 steps, or until 10,000 steps are reached.
For the comparison xt is set to a fixed image (shown in figure 4.10). Logits and

confidences for this example are given in table 4.3. Then, for all different models,
plain, l2-AT with ε = 0.25 and ε = 0.5, RATIO and ACET, we attack one image of
each different class. All models are at least 97.7% confident on the deer class (with
the lowest confidence from the ACET model and the highest from the plain model
with > 99.99%), meaning that the generated images, while they do not look like
natural images, definitely represent failure cases of the networks.

Results

Quantitative results In figure 4.11 one can see the median distance between x0

and the final adversarial in case of the PGD and Adam attack, and the adversarial
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Figure 4.10.: Image of a deer from the CIFAR-10 test set used as xt in the following
experiments

Table 4.3.: Logits and Confidences for the chosen xt in the qualitative comparison
of methods.

Class
Model plain AT0.25 AT0.5 ACET RATIO

airplaine -0.19 (0.00%) 1.72 (0.00%) 0.68 (0.00%) -0.69 (0.22%) -0.70 (0.24%)
automobile -1.81 (0.00%) -1.55 (0.00%) -3.01 (0.00%) -0.25 (0.34%) -0.35 (0.34%)

bird -1.71 (0.00%) 0.48 (0.00%) 3.24 (0.02%) -0.03 (0.42%) -0.49 (0.29%)
cat -2.58 (0.00%) -2.29 (0.00%) -1.24 (0.00%) -0.94 (0.17%) -0.96 (0.18%)
deer 12.09 (100.00%) 14.11 (100.00%) 11.69 (99.98%) 5.41 (97.75%) 5.31 (97.56%)
dog 0.44 (0.00%) 0.68 (0.00%) -0.33 (0.00%) -0.60 (0.24%) -0.52 (0.29%)
frog -2.22 (0.00%) -4.35 (0.00%) -3.40 (0.00%) -0.96 (0.17%) -0.59 (0.27%)
horse -1.37 (0.00%) -1.76 (0.00%) -0.89 (0.00%) -0.71 (0.21%) -0.46 (0.30%)
ship -0.18 (0.00%) -3.39 (0.00%) -3.46 (0.00%) -0.77 (0.20%) -0.69 (0.24%)
truck -2.47 (0.00%) -3.66 (0.00%) -3.28 (0.00%) -0.45 (0.28%) -0.55 (0.28%)

with minimum distance to xt in feature space in case of the LRA attacks. PGD and
LRA starting at x0 show very similar performance, with a slight edge for the linear
region attack.
Additionally, table 4.4 shows the average and median distance to the best result,

plus the number for which each method is closest to x0 in input space. LRA starting
at x0 achieves the best performance. Even in cases were it is not the best, it is very
close to it. The second best performance has PGD. In comparison with LRA starting
at xt one has to take into account that the achieved feature distance for PGD is
always only 5 × 10−8. Rerunning PGD with the same bounds achieved by LRAx0

results in average and median distances to best of 1.81 and 0.39 as PGD could not
find a solution with such small feature distances as LRAxo in a few cases.

Qualitative results Qualitative results are shown in figure 4.12 for LRA starting
at xt, 4.13 for LRA starting at x0, 4.14 for the PGD attack and 4.15 for the Adam
baseline.
In general, PGD and LRAx0 show very similar results, qualitatively, analog to the

quantitative analysis. In the results for the linear region attack starting at xt the
original target is still visible, discussed in more detail in the next section about path
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Figure 4.11.: Median l2- (left) and l∞-distance (right) between adversarial x∗ and
x0 over the runs from the experiment described in above for different
attack modi. Error bars show the standard deviation.

Table 4.4.: Comparison of different attacks. We show the mean and median distance
of each attacks result to the best one, as well as the number of runs each
attack was the best one among the compared.

Attack avg. difference to best ↓ median difference to best ↓ # best ↑
LRAxt 0.56 0.31 7
LRAx0 0.08 0.00 29
PGD 0.18 0.08 14
Adam 2.36 2.27 0
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dependencies. For Adam results exhibit flashier colors and stronger deviations from
x0, while they also achieve closer feature space distance.

Path Dependencies

In the original linear region attack described by Croce et al. [22] one requirement
is to start at a feasible point. In case of perturbation adversarial examples of the
argmax these are easy to find. In case of invariance adversarials on the logits it
is non-trivial to find other points than xt in its preimage. Looking at the results
for the LRA in figure 4.12, the original deer is often clearly visible in the results
for the robust models. In the third row with the bird image, for example, one can
clearly recognize the original deer in all but the plain model. The question arises
whether these deer features have to be present in the image to satisfy the constraints
or whether these results stem from path dependencies, taking only small steps into
nearby regions. As explained in section 3.2, the attack can be modified to move
into the direction of the proposed solution, even if the solver did not converge. To
minimize the path dependency, we start at x0 and move away from it for many
regions until the solver is far enough to converge for the first time and starts moving
back in direction of the image target. This is shown in figure 4.13. One can clearly
observe in the third row, that the adversarials look much more like the bird and
have smaller l2 distance in image space than when starting at xt.
On the other hand, these small iterative steps starting at xt show that there is a

path in the preimage between xt and an image close to x0 on which the logits stay
constant. This is further discussed in section 4.5.

Comparison of Runtime

PGD is known to be a fast attack, but also an unreliable one. For conventional
adversarial attacks the number of steps is usually below 102 and the step size is fixed
[81], so a lot of restarts are possible. Croce et al. [22] use 10,000 PGD restarts for the
comparison to their attack. This is motivated by the findings of Mosbach et al. [90]
that many restarts are necessary, especially to accurately estimate robust accuracy
for models with defenses that mask gradients or otherwise distort the loss surface. In
general PGD is very sensitive to the choice of hyperparameter values. In our setting
that many restarts are infeasible: First, every step takes much longer due to the
backtracking line search. Secondly, much more steps are needed to achieve feature
identity with high accuracy, compared to just changing the argmax. Additionally,
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x0 plain
0.45, 4.81e-08

AT0.25

2.85, 3.72e-10
AT0.5

4.53, 1.91e-09
ACET

4.70, 2.52e-10
RATIO

3.70, 3.45e-11

0.75, 5.85e-08 2.65, 3.03e-09 3.74, 5.46e-09 4.83, 1.11e-09 3.43, 3.98e-10

0.79, 7.44e-08 4.37, 4.12e-09 5.56, 1.81e-08 5.81, 6.57e-09 5.87, 4.43e-09

0.78, 8.34e-08 4.09, 4.10e-09 5.32, 1.22e-08 5.36, 1.09e-09 4.13, 3.48e-10

0.93, 1.20e-07 4.23, 5.38e-09 6.42, 1.07e-08 6.77, 1.46e-09 6.68, 2.94e-09

0.80, 3.88e-08 3.07, 3.69e-09 4.94, 2.36e-08 4.05, 1.83e-09 4.20, 5.44e-10

0.77, 2.58e-08 3.69, 3.64e-09 5.14, 2.92e-09 5.63, 8.34e-10 5.17, 2.55e-09

0.62, 4.49e-08 3.10, 7.58e-10 3.88, 9.28e-10 4.24, 3.09e-10 3.82, 5.64e-11

0.84, 8.73e-08 4.58, 5.56e-09 6.21, 5.52e-09 6.73, 3.83e-09 5.88, 4.53e-09

2.72, 8.38e-09 5.01, 2.16e-08 6.42, 1.36e-08 7.37, 5.49e-09 7.10, 1.34e-08

Figure 4.12.: Invariance Adversarial Examples for different models (indicated in the
first row) and image space targets generated with LRA starting around
xt. Above each image is the l2-distance in image space to x0 (left) and
the MSE in feature space to xt (right).

103



4. Experiments and Results

x0 plain
0.35, 1.33e-08

AT0.25

2.75, 2.17e-10
AT0.5

4.32, 3.61e-10
ACET

4.58, 4.40e-11
RATIO

3.64, 1.39e-11

0.63, 4.02e-08 2.83, 2.38e-09 3.55, 4.24e-10 3.43, 1.48e-10 3.03, 1.21e-10

0.91, 4.20e-08 3.37, 5.54e-09 3.24, 2.47e-10 3.22, 1.03e-10 3.24, 1.69e-11

0.74, 3.07e-08 3.46, 4.72e-10 4.71, 5.49e-09 4.47, 3.65e-10 3.29, 1.60e-11

0.64, 9.53e-09 4.75, 1.84e-09 5.83, 1.45e-09 7.00, 7.37e-10 5.87, 4.38e-10

0.66, 4.24e-09 2.97, 9.43e-10 4.07, 9.73e-10 4.20, 4.13e-11 4.51, 2.05e-10

0.57, 2.93e-09 3.37, 9.78e-10 4.24, 4.27e-10 5.31, 2.77e-11 4.94, 5.28e-11

0.63, 1.79e-08 3.18, 6.11e-10 4.01, 4.57e-10 4.05, 2.70e-09 4.08, 2.28e-10

0.80, 5.03e-08 3.85, 1.13e-09 4.88, 8.11e-10 4.87, 4.11e-11 5.27, 2.17e-10

2.64, 5.83e-09 4.78, 2.35e-09 5.92, 2.75e-09 7.00, 3.21e-10 6.18, 9.66e-10

Figure 4.13.: Invariance Adversarial Examples for different models (indicated in the
first row) and image space targets generated with LRA starting around
x0. Above each image is the l2-distance in image space to x0 (left) and
the MSE in feature space to xt (right).
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x0 plain
0.39, 4.61e-08

AT0.25

2.91, 4.76e-08
AT0.5

4.34, 5.00e-08
ACET

4.78, 4.98e-08
RATIO

4.14, 4.99e-08

0.63, 4.40e-08 3.08, 4.97e-08 3.96, 4.70e-08 3.72, 4.72e-08 3.67, 4.98e-08

0.91, 4.50e-08 3.30, 4.84e-08 3.41, 4.95e-08 3.27, 4.96e-08 3.23, 4.91e-08

0.69, 4.41e-08 3.49, 5.00e-08 4.59, 4.92e-08 4.53, 4.99e-08 3.27, 4.97e-08

0.74, 3.27e-08 4.74, 4.90e-08 5.94, 4.96e-08 5.90, 5.00e-08 5.98, 4.96e-08

0.69, 4.85e-08 3.10, 4.93e-08 3.84, 3.94e-08 4.25, 4.88e-08 4.06, 4.99e-08

0.58, 4.91e-08 3.41, 4.87e-08 4.21, 4.90e-08 5.19, 4.99e-08 4.83, 4.55e-08

0.53, 4.97e-08 3.16, 4.81e-08 4.15, 4.92e-08 4.61, 4.56e-08 4.61, 4.95e-08

0.90, 4.88e-08 4.07, 4.92e-08 4.88, 4.99e-08 5.55, 5.00e-08 5.33, 4.83e-08

2.65, 4.95e-08 5.24, 4.85e-08 6.21, 4.92e-08 7.51, 4.99e-08 6.74, 4.99e-08

Figure 4.14.: Invariance Adversarial Examples for different models (indicated in the
first row) and image space targets generated with PGD starting at x0
with maximum 5 restarts per iteration of the binary search. Above
each image is the l2-distance in image space to x0 (left) and the MSE
in feature space to xt (right).
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x0 plain
0.80, 1.25e-12

AT0.25

5.00, 6.87e-13
AT0.5

7.48, 1.01e-12
ACET

8.33, 8.11e-14
RATIO

6.18, 5.44e-14

1.31, 1.94e-12 4.37, 2.75e-12 6.68, 1.13e-13 6.39, 4.13e-13 5.67, 2.10e-14

1.63, 6.80e-12 5.05, 3.52e-12 5.49, 1.40e-12 5.29, 5.41e-13 5.75, 5.59e-14

1.47, 1.70e-12 5.33, 3.75e-12 7.13, 1.89e-12 7.80, 2.01e-12 4.99, 4.07e-13

1.19, 6.43e-12 6.95, 1.04e-12 8.43, 4.20e-13 11.37, 1.53e-14 9.26, 2.70e-13

1.16, 3.87e-12 4.43, 1.29e-12 5.86, 1.71e-13 6.85, 4.91e-13 6.86, 2.68e-13

0.99, 3.06e-12 4.54, 2.34e-12 5.73, 1.29e-12 7.35, 8.02e-14 7.72, 1.26e-13

1.17, 8.75e-13 4.84, 4.92e-13 7.78, 1.07e-12 8.41, 2.08e-13 8.21, 3.38e-13

1.63, 2.10e-13 5.70, 1.16e-12 6.69, 1.51e-13 7.77, 2.68e-13 7.73, 2.27e-13

3.62, 6.35e-13 7.08, 2.08e-12 8.55, 6.20e-13 13.12, 1.59e-13 11.62, 3.85e-14

Figure 4.15.: Invariance Adversarial Examples for different models (indicated in the
first row) and image space targets generated with Adam starting at
x0. Above each image is the l2-distance in image space to x0 (left) and
the MSE in feature space to xt (right).
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4.3. Evaluation of Invariance Robustness on the Data Distribution

we have to run the PGD attack many times to find the minimal distance for which
we find a feasible solution, bringing the runtime of both attacks closer together.
The linear region attack on ResNet-18 with 400 regions and 1,000 iterations each

runs approximately 18-23 minutes on a single GPU, largely independent of the image
tuples and training variant.
The runtime of the PGD attack varies widely, depending on how many steps

are necessary to undercut the feature distance threshold at each step of the binary
search. For the plain model, binary search iterations at large distance often termi-
nate below 100 steps, while multiple thousand can be necessary for a robust model.
For ResNet-18 with a feature MSE threshold of 5 · 10−8, a plain run takes about 5
minutes, while a run on robust models takes about 10 minutes.

4.3. Evaluation of Invariance Robustness on the Data
Distribution

After we have introduced the two types of adversarial examples in section 2.3.1, and
evaluated the newly proposed attack in section 4.2, we now look at how robustness
to sensitivity adversarials influences robustness to invariance adversarial examples
and analyze to which extent those robust models still contain failure cases.
To do this we will first look at qualitative images the attacks produce. We will

show that for plain models these examples can be found close to almost any im-
age from the data distribution. Further we show that while for robust models the
produced images cannot always be found very close to x0, the generated images do
not justify their corresponding logits and confidences. These results are extended
by a quantitative analysis of the distances in input and feature space that can be
achieved for the different models. We then go on to extend these results to artificial
logit distributions, not produced by natural images.

4.3.1. CIFAR-10

Experimental Setup

To quantitatively assess the invariance robustness we randomly sample 100 image
tuples out of the CIFAR-10 test dataset and run the linear region attack for them
on both the FAB and the ResNet-18 models. Note that these tuples are randomly
drawn and include cases where both x0 and xt are from the same class.
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4. Experiments and Results

As discussed in section 4.2, 1,000 iterations are enough to get a good approxi-
mation of the best possible result, while saving runtime. Fewer iterations improve
convergence speed (in terms of number of regions), reducing the time per region and
the number of required regions, which is chosen to be 400. The attack starts at x0

with adaptive jumping and the exploit strategy.

Figures 4.12 - 4.15 already show invariance adversarial examples for the ResNet-
18 models. Since, however, those all have the same target image xt, we additionally
show a selection of the 100 tuples of images that were generated by experiments
described in the experimental setup above in figure 4.16. The first column shows
the feature target xt, the second the image target x0.
Looking at the results for the plain model in the third column, it is hard to find

visible differences to the input space target x0. This shows that arbitrary logit
distributions of other in-distribution images are assumed close to all images of this
data distribution. We extend this statement to images from the out-distribution in
section 4.4 and to other logit distributions in section 4.3.4.

Robust models and approximate invertibility The behavior seen in figure 4.16
is different from the behavior reported by Engstrom et al. [32]. On the higher-
dimensional representation, one layer before the logits, they show that robust net-
works are approximately invertible. We find that on the logit layer they are not.
One would not expect the logit layer to invert as well as the previous representation
layer which’s dimensionality is on the order of 1,000 compared to 10 for the logits.
However, it would be desirable for a robust classifier if in this 10-dimensional space
each of the axes would correspond to one class and that moving farther in that di-
rection would increase the presence of features of that class. So we would not expect
the inversion to lead to exactly the same horse, but to some representative of the
horse class.
Looking at figure 4.16 this is occasionally the case: In the first row, all robust mod-

els show clear car features. This emergence of salient features is further discussed in
section 4.3.3. In the penultimate row, however, dog features are not clearly visible
in any of the models. While it is also not clearly identifiable as a plane anymore,
these images do not warrant high confidences in the dog class, and are thus failure
cases.
Similarly, in figure 4.13, the results for the robust models in the second and third
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4.3. Evaluation of Invariance Robustness on the Data Distribution

xt x0 plain
0.16, 1.96e-05

AT0.25

2.31, 4.24e-07
AT0.5

3.14, 4.53e-07
ACET

3.98, 4.55e-08
RATIO

2.95, 2.20e-07

0.73, 2.08e-04 3.82, 4.01e-06 4.53, 1.90e-06 5.28, 1.79e-07 4.59, 2.74e-06

0.46, 1.09e-05 2.75, 3.02e-06 3.58, 1.06e-06 2.69, 4.81e-08 2.07, 1.44e-07

0.30, 4.80e-05 2.46, 1.16e-06 2.69, 1.34e-06 3.07, 5.37e-08 2.63, 1.95e-07

0.52, 2.49e-05 2.41, 2.08e-06 2.84, 1.68e-06 3.01, 2.28e-08 2.32, 4.40e-08

0.45, 5.50e-06 2.24, 7.04e-07 2.62, 6.89e-07 3.36, 6.55e-08 2.61, 5.07e-07

0.40, 3.73e-05 2.69, 9.88e-07 3.17, 3.50e-07 3.53, 6.52e-08 3.10, 6.12e-08

0.34, 8.22e-06 1.78, 6.48e-07 2.59, 3.24e-07 3.60, 2.03e-07 2.80, 1.76e-07

Figure 4.16.: Invariance Adversarial Examples for different tuples of x0 and xt from
the CIFAR-10 test set generated with LRA starting around x0. Above
each image is the l2-distance in image space to x0 (left) and the MSE
in feature space to xt.
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Figure 4.17.: Median l2- (left) and l∞-distance (right) to x0 in input space for the
plain, l2- and l∞-AT FAB models. Error bars show the standard devi-
ation.

row with the car and the bird do not look like natural images to humans. However,
no human would assign at least 97.75% (see table 4.3) confidence on the deer class
for these images.

Quantitative Analysis

FAB models As explained in the previous section, to quantify invariance robust-
ness, instead of choosing an arbitrary threshold we report median distance to the
input target x0 for the last region where the solver converges. This is better than
selecting by feature distance as convergence speed differs and full convergence is not
achieved at 1,000 iterations. Note, however, that the results look very similar when
using the region with the minimum feature space distance, or a threshold in the
same distance.
The results are shown in figure 4.17. They corroborate what we have already found

looking at the images: One can clearly see that robustness to sensitivity adversarial
examples transfers to this changed setting. The figures also indicate that robustness
overfits to the chosen thread model: The l∞ model is way more robust w.r.t. to l∞
perturbation than the l2 model, while they perform equally w.r.t. the l2 distance.

ResNet-18 Analogous to the procedure for the FABmodels, results for the ResNet-
18 models are shown in figure 4.18. Results from the previous section, that robust-
ness to sensitivity adversarials transfers to this new setting, are seen here as well.
Increasing robustness by increasing the ε-bound from 0.25 to 0.5 also increases in-
variance robustness, indicating that at these small ε we have not yet reached the
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Figure 4.18.: Median l2- (left) and l∞-distance (right) to x0 in input space for differ-
ent training methods for the ResNet-18 models. Error bars show the
standard deviation.

trade-off region where growing robustness radii decrease invariance robustness.
Surprisingly, ACET performs best, although its robustness to sensitivity adver-

sarial attacks is lowest among these models (see table 4.1). This indicates that both
goals, sensitivity and invariance robustness, are indeed not perfectly aligned. How-
ever, the differences between robust models and the plain model are far bigger than
differences between the robust models.

4.3.2. Restricted ImageNet

Experimental Setup

The ResNet-50 with inputs of size 224 × 224 × 3 is too large to solve in the GPU
memory with the linear region attack. For that reason, we evaluate the models for
Restricted ImageNet using the PGD attack introduced in 3.3 using a binary search
with a limit on the MSE of 1 · 10−7. As we have seen in the comparison of LRA and
PGD in 4.2.6, PGD performs similar, albeit a bit worse, than LRA starting at x0

on CIFAR-10.
Analogous to the experiments in section 4.2.6, we again fix one image as xt (shown

in figure 4.19) and choose one image of each different class as x0 to compare the
different models introduced in 4.1.
Additionally, we also run the reverse experiment, where we fix the dog from figure

4.19 as x0 and set the logits to images from all different classes.
For quantitative analysis the PGD attack is run on 100 randomly drawn tuples

of x0 and xt, analogously to the experiments on CIFAR-10. The number of restarts
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Figure 4.19.: Image of a dog from the Restricted ImageNet test set used as xt in the
following experiments

for these runs is reduced from 5 to 2.

Qualitative Results

Results for both experiments can be found in figures 4.20 and 4.21, respectively.
Looking at figure 4.20 first, one notices, analogously to the CIFAR-10 results,

that the first column showing x0 and the second column showing the results for the
plain model are visually indistinguishable. This is similarly the case for the CEDA
model, which does not have significant sensitivity adversarial robustness.
For the robust models, compared to CIFAR-10, one can now clearly detect an ad-

vantage of both RATIO models compared to the AT models: For the adversarially
trained models appearing features of the target dog class are often very local, while
for RATIO more global changes seem necessary to achieve the same logit distribu-
tion. Looking, for example, at the bird class row with the parrot, the adversarially
trained models only noticeably change the top right corner of the image by adding a
translucent dog head; in the RATIO models an entire dog (in two different positions)
becomes visible. The same phenomenon is also clearly visible in the last row where
the bee is clearly turned into a dog for the RATIO model.
However, there exist also clear failure cases of the robust models: In the primate

example, the results for the AT models still look very much like a gorilla, while for
the RATIO models it is at least unclear, which features are dominant.
Figure 4.21 paints a similar picture: For the plain model, there exists no perceiv-

able difference to the original dog image. For the adversarially trained models, many
images still look more like dogs, although humans would notice that something is
wrong with these images, so models should likewise reduce their confidence. RATIO
models produce more class specific features, although in the case of this dog input
target, most changes are focused on texture, not shape (one exception is the duck
in the right RATIO image of the bird class row).
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x0 plain
1.52, 7.77e-08

AT1.75

11.40, 7.60e-08
AT3.5

17.04, 6.74e-08
CEDA

0.94, 9.45e-08
RATIO1.75

24.70, 9.78e-08
RATIO3.5

29.32, 8.49e-08

1.60, 9.79e-08 12.51, 8.95e-08 19.13, 9.96e-08 2.11, 9.99e-08 26.87, 9.51e-08 28.59, 9.99e-08

0.80, 7.25e-08 9.49, 9.82e-08 15.12, 9.98e-08 0.67, 1.00e-07 19.87, 9.91e-08 24.36, 9.93e-08

1.33, 9.92e-08 13.61, 8.75e-08 18.62, 9.96e-08 1.37, 9.98e-08 27.57, 9.82e-08 31.91, 9.98e-08

1.04, 9.99e-08 10.20, 8.79e-08 15.80, 9.96e-08 1.02, 9.81e-08 18.82, 7.56e-08 25.10, 9.98e-08

1.40, 9.99e-08 13.79, 9.47e-08 20.57, 9.79e-08 0.94, 5.61e-08 26.01, 9.98e-08 31.08, 9.91e-08

0.83, 9.06e-08 12.75, 9.60e-08 17.76, 9.85e-08 0.92, 7.46e-08 24.25, 9.77e-08 25.18, 9.66e-08

1.43, 7.45e-08 14.95, 9.60e-08 23.36, 9.94e-08 0.88, 9.96e-08 26.00, 9.94e-08 33.55, 9.74e-08

Figure 4.20.: Invariance Adversarial Examples for different models and image space
targets generated with PGD on ImageNet. Above each image is the
l2-distance in image space to x0 (left) and the MSE in feature space to
xt (right).
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xt plain
1.22, 9.68e-08

AT1.75

12.05, 9.88e-08
AT3.5

17.15, 9.49e-08
CEDA

1.09, 9.99e-08
RATIO1.75

14.63, 9.90e-08
RATIO3.5

18.82, 9.84e-08

1.20, 9.61e-08 12.74, 9.65e-08 18.34, 9.96e-08 1.17, 1.00e-07 15.57, 9.97e-08 17.27, 9.96e-08

1.19, 9.93e-08 10.84, 9.87e-08 15.60, 9.91e-08 84.35, 9.14e-08 18.81, 9.99e-08 22.66, 9.78e-08

1.29, 8.68e-08 11.21, 9.63e-08 15.73, 9.90e-08 84.98, 4.16e-08 24.12, 1.00e-07 30.60, 9.01e-08

1.25, 9.77e-08 11.64, 9.95e-08 18.70, 9.42e-08 3.85, 9.41e-08 141.66, 0.00e+00 141.66, 0.00e+00

1.66, 9.88e-08 13.78, 9.91e-08 19.59, 9.89e-08 1.22, 9.99e-08 26.65, 9.98e-08 23.99, 9.99e-08

1.27, 9.90e-08 14.80, 9.88e-08 21.92, 8.42e-08 1.09, 9.81e-08 21.72, 9.90e-08 22.01, 9.95e-08

1.29, 9.85e-08 10.44, 9.65e-08 14.24, 9.67e-08 0.89, 9.71e-08 12.14, 9.95e-08 16.75, 1.00e-07

Figure 4.21.: Invariance Adversarial Examples for different models and logit targets
generated with PGD on ImageNet. Above each image is the l2-distance
in image space to x0 (left) and the MSE in feature space to xt (right).

114



4.3. Evaluation of Invariance Robustness on the Data Distribution

For the primate class, PGD could not find images that crossed the feature dis-
tance threshold at any distance for both of the RATIO models. Interestingly, for
two cases, PGD produces very noisy images for the CEDA model. This is not a
feature of the CEDA model, but a problem in PGD optimization and selection of
starting points, that will be discussed in the quantitative results.

To get a more diverse picture, figure 4.22 shows additional examples for various
tuples of x0 and xt. Once again, we observe different cases: In some cases even
for the robust models the adversarials look like the target in input space x0, like
in the first, fourth of fifth row. In other cases salient features emerge: Row two
clearly shows dog features for all robust models to various degrees, and humans
might legitimately classify these images as dogs, not birds. However, these images
have the same l2-distance to x0 than those in the row above, where humans would
not agree with the network’s classification. This once again points at the problems
of using lp norms for adversarial training.

Quantitative Results

Figure 4.23 shows the average distance to x0 for the 100 examples run on every
model.

Failure of PGD attack on CEDA model The first thing one notices are the
seemingly good results on CEDA. Compared to the CIFAR-10 results, these have to
be taken with a grain of salt: In evaluating robustness via attacks, there are always
two possible sources of the empirical robustness. Either there really do not exist
images closer than this with the same logits, or the chosen attack cannot find a closer
image. This is why reported distances ||x0 − x∗||2 are always an upper bound. On
CIFAR-10 models the distributions of distances are approximately Gaussian, with
slightly more values on the right tail of the distribution for both the RATIO and
ACET models. On Restricted ImageNet the distributions for plain and adversarial
training still look approximately Gaussian, but the distribution of CEDA has a
fat tail to the right. To a lesser extent, this also happens on the RATIO models.
This seems to be not a property of the model, but of the attack. While on most
images CEDA converges to distances only slightly above the plain model (as can
be seen in figure 4.20), in some cases gradients saturate already very close to the
starting point of PGD (as for the CEDA image in the bird row of figure 4.21). This

115



4. Experiments and Results

xt x0 plain
0.80, 9.66e-08

AT1.75

9.56, 9.54e-08
AT3.5

13.82, 9.94e-08
CEDA

21.57, 8.28e-08
RATIO1.75

11.93, 9.95e-08
RATIO3.5

15.57, 9.87e-08

1.38, 9.84e-08 9.63, 9.98e-08 13.32, 8.91e-08 4.26, 9.98e-08 18.34, 9.86e-08 16.85, 9.42e-08

1.20, 9.98e-08 10.07, 9.77e-08 15.30, 9.98e-08 13.56, 8.40e-08 13.28, 9.76e-08 13.54, 9.92e-08

0.59, 9.33e-08 8.26, 9.70e-08 14.52, 9.97e-08 0.53, 9.99e-08 15.94, 9.98e-08 14.61, 9.94e-08

1.48, 9.83e-08 10.34, 9.78e-08 14.69, 9.86e-08 1.17, 9.99e-08 10.30, 9.39e-08 12.25, 8.73e-08

0.99, 9.62e-08 9.72, 9.96e-08 11.41, 7.00e-08 7.64, 1.00e-07 13.02, 9.99e-08 10.01, 9.68e-08

1.16, 9.86e-08 10.75, 9.59e-08 16.18, 9.21e-08 1.99, 6.54e-08 25.45, 9.94e-08 22.23, 9.95e-08

0.78, 9.95e-08 13.48, 9.80e-08 17.60, 9.98e-08 64.40, 9.92e-08 49.38, 8.23e-08 19.10, 9.98e-08

1.42, 9.77e-08 14.69, 9.95e-08 17.22, 9.65e-08 14.63, 9.91e-08 17.95, 9.92e-08 19.77, 9.78e-08

0.61, 9.95e-08 13.08, 9.44e-08 24.57, 9.87e-08 29.30, 9.95e-08 23.34, 9.99e-08 23.66, 9.98e-08

Figure 4.22.: Invariance Adversarial Examples for different models and tuples of x0
and xt generated with PGD on ImageNet. Above each image is the
l2-distance in image space to x0 (left) and the MSE in feature space to
xt (right).
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Figure 4.23.: Median l2–distance to x0 in input space for different training methods
for the ResNet-50 architecture on Restricted ImageNet. Error bars are
80% confidence intervals of the median. The ostensible robustness of
the CEDA model is the result of a problem with the PGD attack, not
a feature of the model.

happens both when starting too close to x0 or too far away. We hypothesize that
since CEDA tries to have uniform confidences on noise, one way to achieve that
is to let many pre-activations be negative, such that activations are zero, leading
to small or non-existent gradients on these out-distribution images. Finding good
PGD initializations for CEDA remains a task for future work.
Perceptually, these images are easy to spot, as the large distance stems not from

semantic changes or patterns, but random noise, which makes them easy to filter out.
This is especially well to see on the adversarials trying to be close to the mean image
in figure 4.25: While distances of CEDA images are often very high, these images
look still perceptually close to humans, as no salient features of the target class are
present. Filtering out these results, CEDA performs similar to the plain model,
showing that training on the out-distribution alone does not increase robustness,
compared to ACET in the CIFAR-10 experiments, leading to the conclusion that
the adversarial setting that enforces low confidence in a ball instead of a single point
is necessary.
As the standard deviation is a bad measure for those non-Gaussian distributions,

we report 80% confidence intervals on the median in figure 4.23.

Results on other models Looking at the other results, one sees once again that
adversarial training also increases robustness towards invariance adversarials, and
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that increasing the ε-bound increases robustness. The same behavior can be ob-
served on RATIO, with the RATIO models having a slight edge over the AT models
at the same ε-bound. Excluding CEDA, the ordering of models by invariance ro-
bustness is the same as the ordering by sensitivity-robustness given in table 4.1.

Comparison with CIFAR-10 Due to different dimensionality of the data, com-
parisons between Restricted ImageNet and CIFAR-10 are inherently difficult and
might be misleading due to bad human intuition about euclidean distances in high
dimensional spaces. To make the distances comparable one could rescale by the
factor

√
N2
N1

=
√

3·2242

3·322 = 7 (equivalent to transferring one l2-distance into a MSE
and then remapping to l2 of the other size). Another possibility would be to rescale
by the average distance of images in the respective datasets. The mean l2-distance
of inter-class images in the restricted ImageNet test set is 136.7; for CIFAR-10, on
the other hand, we have a distance of 19.0, resulting in a ratio of 7.2, comparable to
the other measure. Typical bounds for adversarial robustness also differ by a factor
of 7 between 0.5 on CIFAR-10 and 3.5 on ImageNet.
Factoring in this approximate factor of 7 when comparing the median distances

on Restricted ImageNet (figure 4.23) to the ones on CIFAR-10 (figure 4.18), one
finds that the larger plain model on the larger input space is much more vulnerable.
The adjusted distances of the CIFAR-10 ResNet-18 model are almost twice as large.
A similar, albeit less extreme picture is painted for the adversarially trained and
RATIO models. This shows that the problem not only exists on small datasets like
CIFAR-10, but generalizes to real-world datasets, and in fact gets bigger on these
larger models and inputs.

Conclusion Robustness to sensitivity attacks again increases robustness to invari-
ance attacks. Contrary to the CIFAR-10 experiments, adversarial training on the
out-distribution dramatically improved the resulting robustness.
However, while some of these models have good robust accuracy within a bound

of 3.5 (see table 4.5), there are still many failure cases outside of this radius. Taking
a step back while looking at figure 4.21, many of the images, especially for the AT-
models, look like the original dog image. And there is reason to believe that there
exist invariance adversarials that are perceptually closer to the given x0. These
images are optimized to minimize the l2 distance, not our human similarity metric.
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This reinforces the previous finding on CIFAR-10 that adversarial training alone
within an lp-bound is not enough to achieve alignment with human perceptual judge-
ment. One cannot simply increase the bound for adversarial training: Looking back
at the last row of figure 4.20, the images for RATIO, for example, do not look like
failure cases, but should rightfully be classified as dog images, while some other
images at similar distances are clearly misclassified.

4.3.3. Emergence of Salient Features

Looking at the first and second row of figure 4.16, one can observe an interesting
phenomenon: In the first row, for all the robust models, one can clearly see car
features emerge. Likewise, in the second row, one can see the bird transform into
a frog. Other rows, like the fourth (with the dog and the car) or the last with the
horse and the truck, do look qualitatively different: More like a superposition of the
two classes, with the class of x0 often dominating.
This is connected to the results of Santurkar et al. [112]: They show that for

robust models maximizing the logit of one class while staying l2-close to a seed
generates semantic features of that class. This works so well that it can be used for
image generation tasks. However, there are two differences:
First, the method is dependent on the seed which provides a prior of how the

result should look like. Santurkar et al. sample from a class-conditional multivariate
Gaussian for image generation. For sketch-to-image tasks they give basic shapes
that fit the target class and let the optimization fill in textures and other details.
This prior is enforced via l2 distance. Roughly speaking this enforces a blurred
version of the image, with freedom to fill in details and texture that only slightly
deviate from the blurred image.
In the first row, we have a plain background with a few dark parts in the middle.

This can be seen as a prior for shapes, i.e. for thin outlines in the middle as they
only slightly deviate from the gray. In the second row, the bird has a similar shape
to a frog and the blue of the sky can be interpreted as water. In the fourth row,
however, the shape of the car is not easily transformed into a dog, so the attack
results in a superposition of the blurred car and some subtle dog details.
Compared to [112], our priors can be seen as adversarial while their priors are

chosen to make this procedure easy. As discussed in section 2.2 and 2.3.3, human
perception is not aligned with the l2 norm, so there might even exist images that
for humans look much closer to x0 with the same logit distribution.
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Secondly, Santurkar et al. [112] maximize one logit while we mirror the logit
distribution of a target. Potentially, the magnitude of logits of natural images is not
large enough to produce such strong semantic features.

Mean image as prior To further illustrate this point, we run the linear region
attack with the same feature targets as in 4.2 and the mean image over all CIFAR-
10 test images as prior (x0). The results are shown in figure 4.24.
The same experiment is repeated for Restricted ImageNet using the PGD attack

in figure 4.25.
Looking at the adversarials in figure 4.24, for many images, the features are only

slightly visible with very low contrast. Changing the image space target x0 from
containing mostly a single color background to a less uniform image, these features
will not be strongly visible. This effect is stronger for the AT models than for
RATIO, especially on the smaller ε = 0.25 model. In some cases, like for the boat,
images show strong colors and realistic shapes that look like natural images at this
resolution. For the ACET model, no solution is found by the LRA attack in case of
the car target.
For ImageNet the same behavior is observed as shown in figure 4.25. On this

uniform background features are visible, but except for a few cases, the contrast is
even lower than for CIFAR-10. Superposed with a less uniform image, these can
be harder to spot for humans. In some cases, especially for the RATIO1.75 model,
results look more like natural images, that humans really might assign the target
logits or confidences, like for the dog or primate class.

4.3.4. Varying the Logit Distribution

Up until now, all invariance adversarials were found for logit distributions created
by natural images from the data distribution. We will now look at other logit
distributions and evaluate whether these adversarials are also dense in logit space.

Interpolations in Logit Space

One interesting experiment is to see whether there exist images close to x0 for
intermediate steps between two logit distributions, moving from high confidence in
one class over the decision boundary to high confidence in another.
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xt plain
0.16, 3.14e-05

AT0.25

1.97, 2.86e-07
AT0.5

3.91, 8.67e-07
ACET

9.78, 1.07e-06
RATIO

9.56, 8.58e-07

0.17, 1.86e-05 1.80, 4.00e-07 3.54, 4.05e-07 1.14, 1.74e+00 4.35, 1.83e-08

0.11, 6.57e-06 1.57, 1.70e-07 3.57, 4.57e-07 4.94, 7.44e-08 4.46, 1.65e-07

0.10, 2.09e-06 2.08, 1.64e-06 3.37, 6.35e-07 4.05, 3.43e-08 4.36, 2.82e-07

0.13, 8.19e-06 1.87, 5.66e-07 2.72, 3.37e-07 3.99, 7.37e-08 4.06, 3.00e-08

0.10, 3.90e-06 1.92, 2.76e-07 3.21, 4.54e-07 3.75, 1.73e-08 2.17, 1.87e-09

0.11, 4.47e-06 1.64, 2.14e-07 2.62, 1.67e-07 3.33, 8.63e-08 3.16, 3.98e-08

0.14, 7.25e-06 2.31, 8.71e-07 3.43, 2.09e-07 5.84, 1.10e-07 4.04, 1.24e-07

0.12, 7.96e-06 1.90, 2.32e-07 3.39, 3.17e-07 3.76, 4.59e-08 5.10, 2.08e-07

0.14, 7.31e-06 2.32, 8.31e-07 4.01, 4.21e-06 4.86, 1.49e-07 8.93, 5.54e-07

Figure 4.24.: Invariance Adversarial Examples for different xts from the CIFAR-10
dataset generated with LRA starting around x0. Above each image
is the l2-distance in image space to x0 (left) and the MSE in feature
space to xt (right).
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xt plain
0.54, 9.94e-08

AT1.75

11.76, 9.64e-08
AT3.5

14.16, 9.90e-08
CEDA

59.35, 9.88e-08
RATIO1.75

13.46, 9.98e-08
RATIO3.5

22.21, 9.44e-08

3.04, 9.59e-08 10.11, 9.87e-08 17.45, 9.86e-08 92.80, 0.00e+00 20.26, 9.97e-08 17.54, 9.95e-08

4.02, 9.50e-08 8.57, 8.61e-08 12.17, 8.53e-08 39.05, 4.44e-08 17.68, 8.66e-08 22.86, 9.94e-08

0.76, 9.67e-08 9.51, 9.98e-08 15.32, 9.68e-08 15.35, 8.89e-08 20.36, 9.97e-08 26.28, 9.71e-08

0.77, 9.72e-08 11.21, 9.93e-08 14.94, 9.97e-08 21.51, 9.14e-08 54.99, 9.99e-08 98.09, 0.00e+00

0.82, 9.42e-08 13.86, 9.98e-08 20.46, 9.23e-08 6.21, 9.62e-08 33.85, 9.06e-08 31.90, 8.61e-08

1.23, 8.49e-08 10.45, 9.83e-08 20.79, 9.86e-08 3.89, 4.74e-08 10.27, 9.78e-08 14.50, 9.94e-08

0.78, 9.78e-08 5.89, 9.37e-08 9.68, 9.46e-08 19.68, 9.91e-08 9.84, 9.98e-08 12.07, 9.94e-08

Figure 4.25.: Invariance Adversarial Examples for different xts from the Restricted
ImageNet dataset generated with PGD starting around x0. Above
each image is the l2-distance in image space to x0 (left) and the MSE
in feature space to xt (right).
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0.59, 1.04e-05 0.49, 1.34e-05 0.43, 7.49e-06 0.37, 9.70e-06 0.38, 1.40e-05 0.35, 7.74e-06 0.35, 1.00e-05 0.41, 1.14e-05

7.29, 3.38e-07 8.12, 1.48e-06 7.52, 5.01e-07 5.55, 1.44e-07 4.55, 7.17e-08 4.42, 1.13e-07 4.07, 1.15e-07 4.22, 4.46e-08

Figure 4.26.: Invariance adversarials on the plain (top) and RATIO (bottom)
ResNet-18 for logit interpolation between image of an airplane (left)
and car (right). For the plain model the solver finds solutions close to
the image of a bird for all interpolation steps, while for the RATIO
model some class specific features are visible.

Experimental setup We interpolate 8 points between the logits of two images,
where the endpoints are the logits of each of the images. We then chose a third
image to serve as x0. All experiments are run for 400 regions with 1,000 iterations
each.

Results In figure 4.26 we show the results for the plain (top) and RATIO model
(bottom), where we interpolate between the airplane (left) and the car (right) and
try to get close to the bird image used in other experiments like in figure 4.24 (row
three).
We see that for the plain ResNet-18 model the linear region attack achieves close

distance to x0 for all intermediate steps. Neither airplane nor car features are
recognizable in any of the images.
For the RATIO model, the solver also achieves good convergence to the set logits.

One can recognize differences between the images: The left still has some airplane
features, whereas no apparent car features are visible in the righter images (also
notice the smaller distance to x0 for the right images).
In conclusion, we see that there exist invariance adversarial examples not only at

the logit distributions for typical inputs, but also at interpolations between them.

To get a better look at the features this interpolation creates, the attack is repeated
with x0 set to the mean image over the dataset for airplane and car and another
run between instances of the horse and truck class. Results are shown in figure 4.27.
With this more uniform x0 one can clearly see the interpolation from airplane to car
(and horse to truck) features, that were more subtle or not recognizable in figure
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8.07, 7.28e-07 9.64, 1.93e-06 7.68, 1.16e-06 4.98, 4.52e-07 5.38, 2.81e-07 4.45, 1.59e-07 2.98, 2.37e-08 4.50, 2.54e-08

4.07, 4.57e-08 4.98, 1.05e-07 4.41, 4.14e-07 5.71, 2.47e-07 5.88, 1.17e-06 7.26, 1.56e-06 5.95, 3.38e-07 6.09, 5.76e-07

Figure 4.27.: Invariance adversarials on the RATIO ResNet-18 for logit interpolation
between two images of different classes (displayed in the left and right
column) trying to be close to the mean image over all CIFAR-10 test
images. A transition of class specific features is clearly visible on this
plain background.

4.26.

Unreachable Logits

However, not all logit distributions are attainable with our attacks. We were not
able to achieve good feature closeness on uniform logits of different magnitudes. To
gain more insight, we analyze the logit distributions for 10,000 images randomly
drawn from uniform distributions. Even on these noisy images the mean maximum
confidence on the plain model is still 83.2% with the AT0.25 at 67% and the AT0.5 even
at 85%. Only the RATIO and ACET models achieve both mean accuracies of 10.6%.
For the plain model, from all 10,000 inputs, the minimal maximum confidence was
still over 30%, while on the AT models the minimal maximum confidence is even
more extreme at 44% and 71% respectively. This suggests that the parts in feature
space where these uniform logits are assumed are very small and hard to find. Even
for RATIO and ACET, the logit distributions which achieve the minimal maximum
confidence have a range of about 0.06.
However, the solver finds images with a MSE in feature space of the order of

10−3, but convergence is much harder than for normal logit distributions. Note,
however, that these results are very close to uniform confidences after applying the
softmax. The linear region attack does not utilize the additive degree of freedom the
softmax function provides, which could improve convergence on these logits. While
some logits distributions might not be reachable (at least with these attacks), their
corresponding confidence distribution still can be.
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4.3.5. Influence of Model Size and Architecture

How easy is it to find invariance adversarial example depending on the size of the
model and its architecture? We compare only a very limited number of models, the
FAB model, the ResNet-18 and the ResNet-502 on CIFAR-10. For future work it
would be interesting to compare the same architecture with a variable number of
convolutional layers in the middle.

Robustness In table 4.5 we compare the distance in input space for the same 100
random samples of x0 and xt. For more details about the experiment see section
4.3.1. The same procedure is repeated for the ResNet-50 on the plain model only.
Since all these runs only use 1,000 iterations per region, for the comparison the
closest region to x0 where the solver did not abort before the 1,000 iterations were
reached is run again for 10,000 iterations.
This comparison has to be taken with a grain of salt: Reduced invariance robust-

ness (in terms of distance in input space as well as logit space) do not have to stem
from depth alone, but can also be a product of the residual connections or pooling
that the simple FAB model does not have. It could also be that the attack works
better on certain architectures.
That said, the ResNet-18 models show less robustness than the FAB models.

However, there is no decrease in performance between both ResNets. This supports
the theory that the differences do not stem from depth, but from the residual con-
nections, which might change the representation in a way that makes the attack
easier.

Table 4.5.: Comparison of different CIFAR-10 models.
Model # constraints avg. runtime [s] ||x0 − x∗||2 MSE(f(xt), f(x∗))

FAB ConvNet (plain) 376004 350 0.93 2.5 · 10−6

ResNet-18 (plain) 557076 940 0.37 1.0 · 10−8

ResNet-50 (plain) 2940948 2200 0.36 2.8 · 10−8

Runtime As shown in the section 3.1 of the set description of the preimage, each
ReLU unit will create one binary constraint, meaning that the number of constraints
that the solver has to fulfill equal twice the number of logits (2 for each equality
constraint) plus the number of hidden units.

2We use the pretrained plain network provided by torchvision.
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Figure 4.28.: Median l2- (left) and l∞-distance (right) to x0 in input space for the
plain, l2- and l∞-AT model used in [19]. x0 is drawn from the CIFAR-
100 out-distribution. Error bars show the standard deviation.

To get a feel for the runtime, we compare the 8 layer FAB model with the ResNet-
18 and ResNet-50 architecture on CIFAR-10. We use 200 regions with 1,000 itera-
tions each. Number of constraints and actual runtimes on one Tesla V100 GPU are
reported in table 4.5.

4.4. Evaluation of Out-of-distribution Robustness

4.4.1. FAB Models

While the FAB model were not specifically trained for out-of-distribution robust-
ness, we still compute robustness to out-of-distribution images for the plain and
adversarially trained models to performance on the in-distribution. Analog to figure
4.17, figure 4.28 shows median distance to x0, when x0 is randomly selected from
the CIFAR-100 out-distribution.
The median values are slightly smaller, but similar to the in-distribution. How-

ever, the variance is much larger. Looking at the distribution reveals that there are
a few outliers for which the model does not find close images with given targets in
the robust models. Some of the failure cases are visualized in figure 4.29:

Failure cases of LRA The worst failure cases of the LRA to find close adversarial
examples for the plain model still look close to x0 (bottom row). The l∞ FAB model
reaches similar visual similarity on this example. The worst cases for the robust
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xt x0 plain l2 L∞

Figure 4.29.: Failure cases for LRA on the out-distribution. First row shows the
image with the largest distance to x0 for both the l∞ and the l2 FAB
model. Second row shows the second worst example for the l∞ model.
Third row is the worst for the plain model and second for the l2-robust
model.

models do not look like natural images at all and exhibit extreme colors, but neither
features of x0 nor of xt are present. This means that even the least successful attacks
show us that robust models still exhibit strong failure cases: While the images of the
robust models in the first row do not look like natural images and the distance in
feature space is not as well converged as for other examples, the resulting adversarial
example for both the l2 and the l∞ model have a confidence in the horse class above
99.9999%, which humans would never assign.

4.4.2. ResNet-18 and Adversarial Training on the
Out-distribution

The experiment from the previous section is repeated with the same image tuples
as on the FAB models on the full range of defense algorithms introduced in section
2.3.2 on ResNet-18 models. A few selected examples are shown in figure 4.30.
Qualitatively, results are similar to the in-distribution examples in figure 4.16.

However, the examples here on average look more similar to the input space target
than on the in-distribution. For some examples, like the snake on the second row
or the sun flower in the fourth, there are barely any differences visible, even for the
robust models. However, like on the in-distribution, there are cases were the target
logits cannot be found near the provided x0, and the result looks like an interpola-
tion on which humans would have high uncertainty, like in row 5 with the kangaroo.

127



4. Experiments and Results

The models, however, assign high confidence on the class truck. Lastly, the attack
also sometimes fails to find good examples, like in the last row, with the human
baby, where the robust models clearly show deer features.

There are two additional out-distributions that have already been shown previ-
ously: First, figure 4.13 shows examples were x0 is set to uniform noise in the last
row. While the result does clearly not look uniform anymore deer shapes are difficult
to recognize for the plain and AT models. Salient features are slightly stronger for
the RATIO models, but not enough to warrant the high confidence.
Secondly, figures 4.24 and 4.25 can be viewed as out-distribution attack. While

these attacks reach similar distances w.r.t. the l2-distance, the target class is clearly
visible which makes them no clear failure cases.

Quantitative Results

For quantitative analysis, the experiment on CIFAR-100 is also repeated with SVHN
test samples as out-distribution for x0, and CIFAR-100 samples as out-distribution
for xt. Median distances to x0 for all three experiments are shown in table 4.6 and
compared to the in-distribution result.
On CIFAR-100, as to be expected all defenses improve the result drastically over

the plain model. In general, the results look similar to the in-distribution experi-
ment. However, on the plain and AT0.25 model adversarial examples are able to come
a bit closer to x0 than on the in-distribution, while AT0.5 stays about the same. Both
models that were adversarially trained on the out-distribution indeed improve on
this task, as to be expected. Perhaps surprisingly, RATIO still performs below
adversarial training at ε = 0.5, which was already the case on the in-distribution,
but the gap is a bit smaller. The overall ordering of the models is the same as for
the plain model. Increasing the ε of adversarial training also improves the results,
similar to the results on the in-distribution.
This corroborates the previous result that we can find invariance adversarials

densely in input space, not only around images from the same data distribution.
The SVHN data distribution is even more different from CIFAR-10 than CIFAR-

100. As one would expect in this scenario, the achieved distances decrease compared
to CIFAR-100, especially for the plain model. ACET and RATIO still achieve better
results than on the in-distribution w.r.t. the l2-distance. Overall, results look similar
to the previous experiment.
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xt x0 plain
0.45, 2.41e-05

AT0.25

1.84, 1.58e-07
AT0.5

2.79, 3.52e-07
ACET

3.05, 2.56e-08
RATIO

3.84, 7.37e-07

0.53, 1.14e-05 1.92, 6.64e-07 2.82, 5.67e-07 2.04, 3.81e-08 2.23, 2.19e-07

0.26, 4.49e-06 1.88, 1.65e-07 2.34, 1.70e-07 2.48, 4.23e-09 1.37, 8.45e-09

0.27, 3.50e-07 1.63, 1.80e-07 2.48, 3.70e-07 2.55, 8.44e-09 2.25, 8.53e-08

0.45, 3.22e-05 2.44, 1.30e-06 3.55, 5.38e-07 2.69, 2.03e-08 2.78, 1.14e-07

0.21, 3.40e-06 1.74, 1.68e-07 2.66, 2.97e-07 2.54, 1.65e-08 2.17, 4.54e-08

0.35, 6.52e-06 1.58, 1.19e-07 2.70, 1.98e-07 3.77, 7.84e-07 2.74, 1.11e-07

0.49, 1.30e-05 2.31, 3.79e-07 3.85, 1.58e-06 3.99, 2.19e-07 3.00, 7.28e-08

0.31, 1.94e-05 2.86, 2.51e-06 4.55, 1.95e-06 5.11, 1.69e-07 5.53, 7.86e-07

Figure 4.30.: Invariance Adversarial Examples on the out-distribution for different
tuples of x0 and xt from the CIFAR-100 and CIFAR-10 dataset, re-
spectively, generated with LRA starting around x0. Above each image
is the l2-distance in image space to x0 (left) and the MSE in feature
space to xt (right).
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Lastly, we also run experiments where x0 is from the in-distribution and xt

is from the out-distribution. Plain and adversarially trained models on the in-
distribution see performance drops. Models that are not trained to be robust to
out-of-distribution attacks assign high confidence to images from that distribution
as well. As only the logit vector matters for the attack, one would expect similar
results to the attack on the in-distribution. However, the exact distribution of the
logits might look different for adversarially trained models, potentially explaining
the drop in median distance. On models trained on the out-distribution the per-
formance drop is even more significant. This shows that logits that lead to lower
maximum confidences can be reached in the vicinity of images that should produce
high confidence on another class.

Table 4.6.: Median l2- and l∞-distances to x0 for the last region where the solver
reached the maximum number of iterations for different out-distributions
and training methods.

plain AT0.25 AT0.5 ACET R0.5

l2

x0 ∼ CIFAR-10 0.37 2.34 3.17 3.16 2.72
x0 ∼ CIFAR-100 0.32 2.15 3.18 3.39 2.96
x0 ∼ SVHN 0.16 1.89 2.97 3.28 2.85
xt ∼ CIFAR-100 0.32 2.02 2.75 2.83 2.30

l∞

x0 ∼ CIFAR-10 0.04 0.22 0.28 0.31 0.26
x0 ∼ CIFAR-100 0.03 0.21 0.29 0.31 0.28
x0 ∼ SVHN 0.02 0.18 0.26 0.29 0.26
xt ∼ CIFAR-100 0.04 0.21 0.27 0.26 0.23

4.5. Paths in Preimage

One key difference between PGD and the linear region attack is that for the LRA the
optimization problem is (approximately) solved in many consecutive regions. While
the solver’s convergence gets better over time, after it has moved into regions where
constraints are easier to fulfill, the algorithm provides us with a path of images
between starting and end point on which all images have approximately the same
logits.

Experimental setup To generate these paths, we start around xt. Starting at
x0 leads to images that do not visibly change much after a few regions, but only
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5: 16.85, 1.37e-02 18: 9.60, 4.50e-03 29: 5.87, 2.71e-03 35: 4.63, 7.00e-04 47: 3.23, 7.53e-04

53: 2.77, 7.31e-04 90: 1.26, 3.40e-05 131: 0.79, 3.83e-05 340: 0.53, 7.08e-06 394: 0.52, 1.07e-05

Figure 4.31.: Selected regions from the LRA attack of the plain ResNet-18 model.
All images have approximately the same logit distribution. The first
number above each image indicates the number of the region, followed
by l2-distance to x0 and MSE in logit space to xt.

decreases the feature distance without coming perceptually closer to x0. Runs are
done for 400 regions with 1,000 iterations each.

Results As shown in section 4.2, the distance to x0 over regions typically follows
an exponential decay-like curve when starting from xt. This means that the regions
do not show an evenly spaced interpolation between the two images. To visualize
the transition we select regions manually. One example path for the plain ResNet-18
and the RATIO ResNet-18 is shown in figures 4.31 and 4.32, respectively.
In the plain path, one sees that horse features vanish rapidly until one arrives at

the final snake image. For the RATIO model, on the other hand, even at region 213
a very slight silhouette of a horse head is recognizable – at least if one knows it is
there and has previously looked at the earlier images.
In these figures one also sees that solver’s convergence to the logits gets better

in later regions. Note however, that for typical logit distributions the MSE be-
tween the confidences is way smaller, so that the pictured images have very close
confidences. Additionally, all the runs are done with 1,000 iterations per region. In-
creasing the iterations would decrease feature distance without noticeably changing
the appearance of the images.
The displayed regions are far from the only ones that converged. As previously

seen in figures 4.7 and 4.8, after the first solution is found, nearly all regions reach
small logit distances until the solution comes too close to x0.

131



4. Experiments and Results

3: 18.91, 2.32e-05 40: 14.28, 1.95e-05 76: 9.39, 1.15e-05 100: 6.71, 2.37e-06 125: 4.50, 4.28e-07

135: 4.01, 6.01e-07 149: 3.41, 5.33e-07 183: 2.58, 4.22e-07 213: 2.31, 7.17e-08 397: 2.12, 2.09e-07

Figure 4.32.: Selected regions from the LRA attack of the RATIO ResNet-18 model.
All images have approximately the same logit distribution. The first
number above each image indicates the number of the region, followed
by l2-distance to x0 and MSE in logit space to xt.

4.5.1. Chaining Paths

By keeping the feature target constant, and changing starting point and goal point
x0 one can chain multiple of these paths together. Compared to starting at xt the
problem is that one does not start at a viable region, analog to starting at x0. We
compare starting a new attack at the best result of the previous run and starting at
the goal image of the previous run. While starting at the best result does dramati-
cally decrease the number of regions necessary until the solver converges for the first
time, it does not converge during the first regions, close to the starting image. This
is because, except for the region around xt the solver never finds solutions where
zero of the constraints are violated. If then the minimization objective changes from
one x0 to the next, the solver might not find a good solution in that region.
One example of such a chained path is shown in figure 4.33 for the plain ResNet-

18 model and a selection of the images used in section 4.2.6. While the class of the
image is still visible, one can see that there are bigger jumps from the last image
of each row to the first image of the next one. This does not mean that no closer
images exist, but the attack has a bias to move towards the next input target as
fast as possible.
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15.34, 6.07e-03 10.82, 6.36e-03 7.53, 2.82e-03 5.72, 6.47e-04 3.83, 1.44e-04 1.80, 1.37e-04 0.59, 1.03e-05

13.64, 8.75e-03 11.89, 7.61e-04 8.82, 2.58e-03 5.99, 1.54e-03 4.58, 1.36e-03 3.07, 2.74e-04 0.65, 2.28e-05

13.34, 1.04e-02 10.24, 1.17e-02 8.32, 6.20e-03 5.30, 2.63e-03 3.86, 1.92e-03 1.89, 5.45e-04 0.77, 2.51e-05

14.86, 6.68e-03 11.83, 3.26e-03 9.48, 2.64e-03 7.76, 2.48e-03 4.75, 1.92e-03 1.84, 3.14e-04 0.93, 9.69e-05

Figure 4.33.: Chain of multiple attack runs. All the shown images are feature close
to the original airplane. Each row shows one run of the LRA attack.
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5. Conclusion

In this thesis, we developed a formulation of the preimage of neural networks us-
ing piece-wise affine activation functions. Based on that formulation we presented
a new method, the linear region attack (LRA), for finding unbounded invariance
adversarial examples, images that exhibit the same features as one but look visually
close to another image. The linear region attack works by iteratively minimizing the
distance to a given input space target exactly in one linear region, while constraining
the optimization to the preimage of a feature target. Enforcing these constraints ex-
plicitly was to our knowledge previously only possible for invertible networks. This
attack outperforms a PGD attack that solves a surrogate problem of minimizing the
distance in feature space slightly, validating our approach.
Future work on the attack using a parameterization of the preimage might com-

bine the benefits of LRA and PGD, allowing for fast optimization that still exactly
constrains adversarials to a given preimage.

Using the linear region attack we demonstrated that robustness to classical per-
turbation adversarial examples transfers to this new scenario: Generated invariance
examples often show salient features of the target class on these models, corroborat-
ing the finding that robust neural networks learn features more aligned with human
perception than standard models.

Failure cases in robust neural networks However, we showcased different failure
cases that even the robust models still exhibit: While these invariance adversarials
are outside the ε-bound that these models were trained on, many of the generated
images produce high confidences in one class while humans would classify it differ-
ently or have high uncertainty about their prediction.
We showed that these invariance adversarials are dense in input space. They can

be found not only close to images from the training data distribution, but also close
to various out-distributions of other natural images or also random noise or other
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unnatural inputs. In fact, LRA creates dense paths of images in input space between
two set inputs that all have logits.
We went on to show that these examples can also be found densely in some re-

gions of logit space. Images exist for typical logits of the original image distribution,
but also for logits generated by the out-distribution or interpolations between logits.
However, some artificially set logit vectors are hard to reach.

These results illustrate the importance of work on unbounded adversarial attacks,
which are harder to formalize, and points out problems with the currently dominant
use of lp-bounds in adversarial training. These bounds still strongly underestimate
the perturbation set of images that humans assign the same label to. Increasing the
bounds, however, would include images exhibiting a different class: Especially on
Restricted ImageNet, we found invariance adversarial examples at a similar distance
around the original image that either still look like the original to humans, or look
like the target class.

Limitations and future work The search for failure cases with this method still
relies on the l2-distance to measure similarity. In the LRA we minimize the l2
distance to x0. Most likely, there exist images with the same features as xt that
are even closer to x0 to human perception, but exhibit a larger l2-distance. This
is a circular problem as one would need a better perceptual metric to find flaws in
current perceptual metrics.
To make progress on this, it would be interesting to run psychophysical exper-

iments that evaluate similarity of the generated adversarials to the image space
reference w.r.t. to human perception instead of the l2-distance.
Compared to the PGD attack, the linear region attack allows to search for ad-

versarials in the preimage of not only one point, but arbitrary sets. Utilizing this
ability might allow to uncover different failure modes of neural networks in future
work.
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A. Formulation of Convolution as
Linear Map

Convolutions can be expressed in matrix form by writing them as Toeplitz matrix
of Toeplitz matrices. The convolution operation in most deep learning frameworks
is actually implemented as a cross-correlation, which does not matter if the weights
are learned:

f(x) ? g(x)[n] =
∞∑

m=−∞
f [m] · g[m+ n]

f(x) ∗ g(x)[n] =
∞∑

m=−∞
f [m] · g[−m+ n]

⇒f(x) ? g(x) = f(−x) ∗ g(x) = g(−x) ? f(−x) .

Definition A.0.1. The matrix TK corresponding to the two-dimensional convolu-
tional kernel K ∈ RhK ,wK for inputs of size RhI ,wI with no padding is given by

TK =


T1 T2 . . . ThK

0 . . . . . . 0
0 T1 T2 . . . ThK

0 . . . 0
0 0 . . . . . . . . . . . . ...


having hI columns and hI − hK + 1 rows. The Ti are given by the one-dimensional
convolutional Toeplitz matrices of the i-th row of the kernel:

Ti =
ki1 ki2 . . . kiwK

0 . . . 0
0 . . . . . . . . . . . . ...


having wI columns and wI − wK + 1 rows.
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